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DATA MINING 

UNIT - I 

What is Data Mining? 

Data Mining is defined as extracting information from huge sets of data. In other words, we 

can say that data mining is the procedure of mining knowledge from data. The information 

or knowledge extracted so can be used for any of the following applications − 

 Market Analysis 

 Fraud Detection 

 Customer Retention 

 Production Control 

 Science Exploration 

What is Knowledge Discovery? 

Some people don’t differentiate data mining from knowledge discovery while others view 

data mining as an essential step in the process of knowledge discovery. Here is the list of 

steps involved in the knowledge discovery process − 

 Data Cleaning − In this step, the noise and inconsistent data is removed. 

 Data Integration − In this step, multiple data sources are combined. 

 Data Selection − In this step, data relevant to the analysis task are retrieved from the 

database. 

 Data Transformation − In this step, data is transformed or consolidated into forms 

appropriate for mining by performing summary or aggregation operations. 

 Data Mining − In this step, intelligent methods are applied in order to extract data 

patterns. 

 Pattern Evaluation − In this step, data patterns are evaluated. 

 Knowledge Presentation − In this step, knowledge is represented. 

The following diagram shows the process of knowledge discovery − 
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Data Mining Architecture 

The major components of any data mining system are data source, data warehouse server, 

data mining engine, pattern evaluation module, graphical user interface and knowledge base. 

 

a) Data Sources 

Database, data warehouse, World Wide Web (WWW), text files and other documents are the 

actual sources of data. You need large volumes of historical data for data mining to be 

successful. Organizations usually store data in databases or data warehouses. Data 

warehouses may contain one or more databases, text files, spreadsheets or other kinds of 

information repositories. Sometimes, data may reside even in plain text files or spreadsheets. 

World Wide Web or the Internet is another big source of data. 

 

b) Database or Data Warehouse Server 

The database or data warehouse server contains the actual data that is ready to be processed. 

Hence, the server is responsible for retrieving the relevant data based on the data mining 

request of the user. 
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c) Data Mining Engine 

The data mining engine is the core component of any data mining system. It consists of a 

number of modules for performing data mining tasks including association, classification, 

characterization, clustering, prediction, time-series analysis etc. 

 

d) Pattern Evaluation Modules 

The pattern evaluation module is mainly responsible for the measure of interestingness of the 

pattern by using a threshold value. It interacts with the data mining engine to focus the search 

towards interesting patterns. 

 

e) Graphical User Interface 

The graphical user interface module communicates between the user and the data mining 

system. This module helps the user use the system easily and efficiently without knowing the 

real complexity behind the process. When the user specifies a query or a task, this module 

interacts with the data mining system and displays the result in an easily understandable 

manner. 

 

f) Knowledge Base 

The knowledge base is helpful in the whole data mining process. It might be useful for 

guiding the search or evaluating the interestingness of the result patterns. The knowledge 

base might even contain user beliefs and data from user experiences that can be useful in the 

process of data mining. The data mining engine might get inputs from the knowledge base to 

make the result more accurate and reliable. The pattern evaluation module interacts with the 

knowledge base on a regular basis to get inputs and also to update it. 
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Data Mining—On What Kind of Data? ( Types of Data ) 

  

Relational Databases: A database system, also called a database management 

system (DBMS), consists of a collection of interrelated data, known as a database, 

and a set of software programs to manage and access the data. 

 

A relational database: is a collection of tables, each of which is assigned a 

unique name Each table consists of a set of attributes (columns or fields) and 

usually stores a large set of tuples (records or rows). Each tuple in a relational 

table represents an object identified by a unique key and described by a set of 

attribute values. A semantic data model, such as an entity-relationship (ER) data 

model, is often constructed for relational databases. An ER data model represents 

the database as a set of entities and their relationships. 

  

Data Warehouses: A data warehouse is a repository of information collected 

from multiple sources, stored under a unified schema, and that usually resides at a 

single site. Data warehouses are constructed via a process of data cleaning, data 

integration, data transformation, data loading, and periodic data refreshing. 

 

A data warehouse is usually modeled by a multidimensional database structure, 

where each dimension corresponds to an attribute or a set of attributes in the 

schema, and each cell stores the value of some aggregate measure, such 

as count or sales amount 

 

The actual physical structure of a data warehouse may be a relational data store or 

a multidimensional data cube. A data cube provides a multidimensional view of 

data and allows the precomputation and fast accessing of summarized data 

 

Transactional Databases: Transactional database consists of a file where each 

record represents a transaction. A transaction typically includes a unique 
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transaction identity number (trans ID) and a list of the items making up the 

transaction. 

 

Example: Customer ID number 

 

Advanced Data and Information Systems and Advanced Applications 

  

The new database applications include handling spatial data (such as maps), 

engineering design data (such as the design of buildings, system components, or 

integrated circuits), hypertext and multimedia data (including text, image, video, 

and audio data), time-related data (such as historical records or stock exchange 

data), stream data (such as video surveillance and sensor data, where data flow in 

and out like streams), and the WorldWideWeb (a huge, widely distributed 

information repository made available by the Internet). 

  

These applications require efficient data structures and scalable methods for 

handling complex object structures; variable-length records; semi structured or 

unstructured data; text, spatiotemporal, and multimedia data; and database 

schemas with complex structures and dynamic changes. 

   

Object-Relational Databases:Object-relational databases are constructed based 

on an object-relational data model. This model extends the relational model by 

providing a rich data type for handling complex objects and object orientation 

object-relational databases are becoming increasingly popular in industry and 

applications. 

  

The object-relational data model inherits the essential concepts of object-oriented 

databases Each object has associated with it the following: 

  



  
Page 10 

 
  

A set of variables that describe the objects. These correspond to attributes in the 

entity relationship and relational models. 

  

A set of messages that the object can use to communicate with other objects, or 

with the rest of the database system. 

  

A set of methods, where each method holds the code to implement a message. 

Upon receiving a message, the method returns a value in response. For instance, 

the method for the message get photo(employee) will retrieve and return a photo 

of the given employee object. 

  

Objects that share a common set of properties can be grouped into an object class. 

Each object is an instance of its class. Object classes can be organized into 

class/subclass hierarchies so that each class represents properties that are common 

to objects in that class 

  

Temporal Databases, Sequence Databases, and Time-Series Databases 

 

A temporal database typically stores relational data that include time-related 

attributes. These attributes may involve several timestamps, each having different 

semantics. 

 

A sequence database stores sequences of ordered events, with or without a 

concrete notion of time. Examples include customer shopping sequences, Web 

click streams, and biological sequences. A time series database stores sequences 

of values or events obtained over repeated measurements of time (e.g., hourly, 

daily, weekly).  
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Spatial Databases and Spatiotemporal Databases 

  

Spatial databases contain spatial-related information. Examples include 

geographic (map) databases, very large-scale integration (VLSI) or computed-

aided design databases, and medical and satellite image databases. 

  

Spatial data may be represented in raster format, consisting of n-dimensional bit 

maps or pixel maps. For example, a 2-D satellite image may be represented as 

raster data. 

A spatial database that stores spatial objects that change with time is called a 

spatiotemporal database, from which interesting information can be mined 

  

Text Databases and Multimedia Databases 

  

Text databases are databases that contain word descriptions for objects. These 

word descriptions are usually not simple keywords but rather long sentences or 

paragraphs, such as product specifications, error or bug reports, warning 

messages, summary reports, notes, or other documents. 

  

Text databases may be highly unstructured (such as some Web pages on the 

WorldWideWeb). Some text databases may be somewhat structured, that 

is, semistructured (such as e-mail messages and many HTML/XML Web pages), 

whereas others are relatively well structured (such as library catalogue databases). 

Text databases with highly regular structures typically can be implemented using 

relational database systems. 

  

 

Multimedia databases store image, audio, and video data. They are used in 

applications such as picture content-based retrieval, voice-mail systems, video-on-
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demand systems, the World Wide Web, and speech-based user interfaces that 

recognize spoken commands. Multimedia databases must support large objects, 

because data objects such as video can require gigabytes of storage. Specialized 

storage and search techniques are also required.  

 

Heterogeneous Databases and Legacy Databases 

  

A heterogeneous database consists of a set of interconnected, autonomous 

component databases. The components communicate in order to exchange 

information and answer queries. Objects in one component database may differ 

greatly from objects in other component databases, making it difficult to 

assimilate their semantics into the overall heterogeneous database. 

  

A legacy database is a group of heterogeneous databases that combines different 

kinds of data systems, such as relational or object-oriented databases, hierarchical 

databases, network databases, spreadsheets, multimedia databases, or file systems. 

The heterogeneous databases in a legacy database may be connected by intra or 

inter-computer networks. 

  

Data Streams 

  

Many applications involve the generation and analysis of a new kind of data, 

called stream data, where data flow in and out of an observation platform (or 

window) dynamically. Such data streams have the following unique features: huge 

or possibly infinite volume, dynamically changing, flowing in and out in a fixed 

order, allowing only one or a small number of scans, and demanding fast (often 

real-time) response time. 

  

Typical examples of data streams include various kinds of scientific and 

engineering data, time-series data, and data produced in other dynamic 
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environments, such as power supply, network traffic, stock exchange, 

telecommunications, Web click streams, video surveillance, and weather or 

environment monitoring. 

  

Mining data streams involves the efficient discovery of general patterns and 

dynamic changes within stream data. 

  

The World Wide Web 

The World Wide Web and its associated distributed information services, such as 

Yahoo!, Google, America Online, and AltaVista, provide rich, worldwide, on-line 

information services, where data objects are linked together to facilitate 

interactive access. Users seeking information of interest traverse from one object 

via links to another. Such systems provide ample opportunities and challenges for 

data mining. 

  

For example, understanding user access patterns will not only help improve 

system design (by providing efficient access between highly correlated objects), 

but also leads to better marketing decisions (e.g., by placing advertisements in 

frequently visited documents, or by providing better customer/user classification 

and behavior analysis). Capturing user access patterns in such distributed 

information environments is called Web usage mining (or Weblog mining). 
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Data Mining Functionalities—What Kinds of Patterns 

Can Be Mined? 

  

Data mining functionalities are used to specify the kind of patterns to be found in 

data mining tasks. data mining tasks can be classified into two categories: 

descriptive and predictive. 

  

Descriptive mining tasks characterize the general properties of the data in the 

database. Predictive mining tasks perform inference on the current data in order to 

make predictions. 

  

Concept/Class Description: Characterization and Discrimination 

  Data can be associated with classes or concepts. For example, in 

the AllElectronics store, classes of items for sale include computers and printers, 

and concepts of customers include bigSpenders and budgetSpenders. It can be 

useful to describe individual classes and concepts in summarized, concise, and yet 

precise terms. Such descriptions of a class or a concept are called class/concept 

descriptions. These descriptions can be derived via 

  

data characterization, by summarizing the data of the class under study (often 

called the target class) in general terms, 

  

 

data discrimination, by comparison of the target class with one or a set of 

comparative classes (often called the contrasting classes), or (3) both data 

characterization and discrimination. 
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Data characterization is a summarization of the general characteristics or 

features of a target class of data. The data corresponding to the user-specified 

class are typically collected by a database query the output of data characterization 

can be presented in various forms. Examples include pie charts, bar charts, curves, 

multidimensional data cubes, and multidimensional tables, including crosstabs. 

  

Data discrimination is a comparison of the general features of target class data 

objects with the general features of objects from one or a set of contrasting 

classes. The target and contrasting classes can be specified by the user, and the 

corresponding data objects retrieved through database queries. 

  

“How are discrimination descriptions output?” 

Discrimination descriptions expressed in rule form are referred to as discriminate 

rules. 

  

Mining Frequent Patterns, Associations, and Correlations 

Frequent patterns, as the name suggests, are patterns that occur frequently in 

data. There are many kinds of frequent patterns, including itemsets, subsequences, 

and substructures. 

  

A frequent itemset typically refers to a set of items that frequently appear together 

in a transactional data set, such as Computer and Software. A frequently occurring 

subsequence, such as thepattern that customers tend to purchase first a PC, 

followed by a digital camera, and then a memory card, is a (frequent) sequential 

pattern. 

  

Example: Association analysis. Suppose, as a marketing manager 

of AllElectronics, you would like to determine which items are frequently 

purchased together within the same transactions. An example of such a rule, 

mined from the AllElectronics transactional database, is  
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buys(X;―computer‖) buys(X; ―software‖) [support = 1%, confidence = 50%] 

  

where X is a variable representing a customer. A confidence, or certainty, of 50% 

means that if a customer buys a computer, there is a 50% chance that she will buy 

software as well. A 1% support means that 1% of all of the transactions under 

analysis showed that computer and software were purchased together. This 

association rule involves a single attribute or predicate (i.e., buys) that repeats. 

Association rules that contain a single predicate are referred to as single-

dimensional association rules. Dropping the predicate notation, the above rule can 

be written simply as ―compute software [1%, 50%]‖. 

  

Classification and Prediction 

Classification is the process of finding a model (or function) that describes and 

distinguishes data classes or concepts, for the purpose of being able to use the 

model to predict the class of objects whose class label is unknown. The derived 

model is based on the analysis of a set of training data (i.e., data objects whose 

class label is known). 

  

 “How is the derived model presented?” The derived model may be represented in 

various forms, such as classification (IF-THEN) rules, decision 

trees, mathematical formulae, or neural networks 

  

A decision tree is a flow-chart-like tree structure, where each node denotes a test 

on an attribute value, each branch represents an outcome of the test, and tree 

leaves represent classes or class distributions. Decision trees can easily be 

converted to classification rules 

  

A neural network, when used for classification, is typically a collection of 

neuron-like processing units with weighted connections between the units. There 

are many other methods for constructing classification models, such as naïve 
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Bayesian classification, support vector machines, and k-nearest neighbor 

classification. Whereas classification predicts categorical (discrete, unordered) 

labels, prediction models Continuous-valued functions. That is, it is used to 

predict missing or unavailable numerical data values rather than class labels. 

Although the term prediction may refer to both numeric prediction and class label 

prediction, 

  

Cluster Analysis 

Classification and prediction analyze class-labeled data objects, where 

as clustering analyzes data objects without consulting a known class label. 

  

Outlier Analysis 

  

A database may contain data objects that do not comply with the general behavior 

or model of the data. These data objects are outliers. Most data mining methods 

discard outliers as noise or exceptions. However, in some applications such as 

fraud detection, the rare events can be more interesting than the more regularly 

occurring ones. The analysis of outlier data is referred to as outlier mining. 

 

Evolution Analysis 

  

Data evolution analysis describes and models regularities or trends for objects 

whose behavior changes over time. Although this may include characterization, 

discrimination, association and correlation analysis, classification, prediction, or 

clustering of time related data, distinct features of such an analysis include time-

series data analysis,Sequence or periodicity pattern matching, and similarity-based 

data analysis. 
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Classification of Data Mining Systems 

  

Data mining is an interdisciplinary field, the confluence of a set of disciplines, 

including database systems, statistics, machine learning, visualization, and 

information science.  

Moreover, depending on the data mining approach used, techniques from other 

disciplines may be applied, such as neural networks, fuzzy and/or rough set 

theory, knowledge representation, inductive logic programming, or high-

performance computing. Depending on the kinds of data to be mined or on the 

given data mining application, the data mining system may also integrate 

techniques from spatial data analysis, information retrieval, pattern recognition, 

image analysis, signal processing, computer graphics, Web technology, 

economics, business, bioinformatics, or psychology. 

  

Data mining systems can be categorized according to various criteria, as follows: 

  

  

Classification according to the kinds of databases mined: A data mining system 

can be classified according to the kinds of databases mined. Database systems can 

be classified according to different criteria (such as data models, or the types of 
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data or applications involved), each of which may require its own data mining 

technique. Data mining systems can therefore be classified accordingly. 

  

Classification according to the kinds of knowledge mined: Data mining systems 

can be categorized according to the kinds of knowledge they mine, that is, based 

on data mining functionalities, such as characterization, discrimination, 

association and correlation analysis, classification, prediction, clustering, outlier 

analysis, and evolution analysis. A comprehensive data mining system usually 

provides multiple and/or integrated data mining functionalities. 

  

Classification according to the kinds of techniques utilized: Data mining 

systems can be categorized according to the underlying data mining techniques 

employed. These techniques can be described according to the degree of user 

interaction involved (e.g., autonomous systems, interactive exploratory systems, 

query-driven systems) or the methods of data analysis employed (e.g., database-

oriented or data warehouse– oriented techniques, machine learning, statistics, 

visualization, pattern recognition, neural networks, and so on). A sophisticated 

data mining system will often adopt multiple data mining techniques or work out 

an effective, integrated technique that combines the merits of a few individual 

approaches. 

  

Classification according to the applications adapted: Data mining systems can 

also be categorized according to the applications they adapt. For example, data 

mining systems may be tailored specifically for finance, telecommunications, 

DNA, stock markets, e-mail, and so on. Different applications often require the 

integration of application-specific methods. Therefore, a generic, all-purpose data 

mining system may not fit domain-specific mining tasks. 

 

 

 



  
Page 20 

 
  

Data mining Task Primitives. 

  

A data mining query is defined in terms of the following primitives 

  

Task-relevant data: This is the database portion to be investigated. For example, 

suppose that you are a manager of All Electronics in charge of sales in the United 

States and Canada. In particular, you would like to study the buying trends of 

customers in Canada. Rather than mining on the entire database. These are 

referred to as relevant attributes 

  

The kinds of knowledge to be mined: This specifies the data mining functions to 

be performed, such as characterization, discrimination, association, classification, 

clustering, or evolution analysis. For instance, if studying the buying habits of 

customers in Canada, you may choose to mine associations between customer 

profiles and the items that these customers like to buy 

  

Background knowledge: Users can specify background knowledge, or 

knowledge about the domain to be mined. This knowledge is useful for guiding 

the knowledge discovery process, and for evaluating the patterns found. There are 

several kinds of background knowledge. 

  

Interestingness measures: These functions are used to separate uninteresting 

patterns from knowledge. They may be used to guide the mining process, or after 

discovery, to evaluate the discovered patterns. Different kinds of knowledge may 

have different interestingness measures. 

  

Presentation and visualization of discovered patterns: This refers to the form 

in which discovered patterns are to be displayed. Users can choose from different 
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forms for knowledge presentation, such as rules, tables, charts, graphs, decision 

trees, and cubes. 
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Integration Of A Data Mining System With A 

Database Or Data Warehouse System 

  

DB andDW systems, possible integration schemes include no coupling, loose 

coupling, semitight coupling, and tight coupling. We examine each of these 

schemes, as follows: 

  

1.No coupling:  

  No coupling means that a DM system will not utilize any function of a 

DB or DW system. It may fetch data from a particular source (such as a file 

system), process data using some data mining algorithms, and then store the 

mining results in another file. 

  

2.Loose coupling:  

  Loose coupling means that a DM system will use some facilities of a 

DB or DW system, fetching data from a data repository managed by these 

systems, performing data mining, and then storing the mining results either in a 

file or in a designated place in a database or data Warehouse. Loose coupling is 

better than no coupling because it can fetch any portion of data stored in databases 

or data warehouses by using query processing, indexing, and other system 

facilities. 

  

  However, many loosely coupled mining systems are main memory-

based. Because mining does not explore data structures and query optimization 

methods provided by DB or DW systems, it is difficult for loose coupling to 

achieve high scalability and good performance with large data sets. 
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3.Semitight coupling: 

   Semitight coupling means that besides linking a DM system to a 

DB/DW system, efficient implementations of a few essential data mining 

primitives (identified by the analysis of frequently encountered data mining 

functions) can be provided in the DB/DW system. These primitives can include 

sorting, indexing, aggregation, histogram analysis, multi way join, and 

precomputation of some essential statistical measures, such as sum, count, max, 

min ,standard deviation, 

  

4.Tight coupling: 

   Tight coupling means that a DM system is smoothly integrated into 

the DB/DW system. The data mining subsystem is treated as one functional 

component of information system. Data mining queries and functions are 

optimized based on mining query analysis, data structures, indexing schemes, and 

query processing methods of a DB or DW system. 

 

 

 

 

 

 

 

 

 

 



  
Page 24 

 
  

Major Issues In Data Mining 

 

Data mining is not an easy task, as the algorithms used can get very complex and data is not 

always available at one place. It needs to be integrated from various heterogeneous data 

sources. These factors also create some issues. Here in this tutorial, we will discuss the 

major issues regarding − 

 Mining Methodology and User Interaction 

 Performance Issues 

 Diverse Data Types Issues 

The following diagram describes the major issues. 

 

Mining Methodology and User Interaction Issues 

It refers to the following kinds of issues − 
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 Mining different kinds of knowledge in databases − Different users may be 

interested in different kinds of knowledge. Therefore it is necessary for data mining 

to cover a broad range of knowledge discovery task. 

 Interactive mining of knowledge at multiple levels of abstraction − The data 

mining process needs to be interactive because it allows users to focus the search for 

patterns, providing and refining data mining requests based on the returned results. 

 Incorporation of background knowledge − To guide discovery process and to 

express the discovered patterns, the background knowledge can be used. Background 

knowledge may be used to express the discovered patterns not only in concise terms 

but at multiple levels of abstraction. 

 Data mining query languages and ad hoc data mining − Data Mining Query 

language that allows the user to describe ad hoc mining tasks, should be integrated 

with a data warehouse query language and optimized for efficient and flexible data 

mining. 

 Presentation and visualization of data mining results − Once the patterns are 

discovered it needs to be expressed in high level languages, and visual 

representations. These representations should be easily understandable. 

 Handling noisy or incomplete data − The data cleaning methods are required to 

handle the noise and incomplete objects while mining the data regularities. If the 

data cleaning methods are not there then the accuracy of the discovered patterns will 

be poor. 

 Pattern evaluation − The patterns discovered should be interesting because either 

they represent common knowledge or lack novelty. 

Performance Issues 

There can be performance-related issues such as follows − 

 Efficiency and scalability of data mining algorithms − In order to effectively 

extract the information from huge amount of data in databases, data mining 

algorithm must be efficient and scalable. 

 Parallel, distributed, and incremental mining algorithms − The factors such as 

huge size of databases, wide distribution of data, and complexity of data mining 

methods motivate the development of parallel and distributed data mining 

algorithms. These algorithms divide the data into partitions which is further 

processed in a parallel fashion. Then the results from the partitions is merged. The 
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incremental algorithms, update databases without mining the data again from 

scratch. 

Diverse Data Types Issues 

 Handling of relational and complex types of data − The database may contain 

complex data objects, multimedia data objects, spatial data, temporal data etc. It is 

not possible for one system to mine all these kind of data. 

 Mining information from heterogeneous databases and global information 

systems − The data is available at different data sources on LAN or WAN. These 

data source may be structured, semi structured or unstructured. Therefore mining the 

knowledge from them adds challenges to data mining. 
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UNIT - II 

 

Data Preprocessing 

 Data preprocessing is a data mining technique which is used to transform the raw data 

in a useful and efficient format. 

 

 

DESCRIPIVE DATA SUMMARIZATION 

 

Mining Data Descriptive Characteristics 

• Motivation 

 – To better understand the data: central tendency, variation and spread 

 – Data Descriptive summarization techniques can be used to identify the typical 

 properties of your data and highlight which data values should be treated as noise 

 or outliers. 

 – Distributive (sum, count) / Algebraic (mean) / Holistic (median) Measure 

 – Two Types/ Ways 

  • Measuring the Central Tendency Characteristics 
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 – median, mean, mode ,max, min, weighted arithmetic mean etc. 

   Measuring Data dispersion characteristics 

 – Boxplot or quartile analysis on sorted intervals, interquartile range,variance 
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DATA INTEGRATION: 

 

Data integration is one of the steps of data pre-processing that involves combining data 

residing in different sources and providing users with a unified view of these data. 

• It merges the data from multiple data stores (data sources) 

• It includes multiple databases, data cubes or flat files. 

• Metadata, Correlation analysis, data conflict detection, and resolution of semantic 

heterogeneity contribute towards smooth data integration. 

• There are mainly 2 major approaches for data integration - commonly known as "tight 

coupling approach" and "loose coupling approach". 

Tight Coupling 

o Here data is pulled over from different sources into a single physical location through 

the process of ETL - Extraction, Transformation and Loading. 

o The single physical location provides an uniform interface for querying the data. 

ETL layer helps to map the data from the sources so as to provide a uniform data 

o warehouse. This approach is called tight coupling since in this approach the data is 

tightly coupled with the physical repository at the time of query. 

ADVANTAGES: 

1. Independence (Lesser dependency to source systems since data is physically 

copied over) 

2. Faster query processing 

3. Complex query processing 

4. Advanced data summarization and storage possible 

5. High Volume data processing 



  
Page 42 

 
  

 

Loose Coupling 

o Here a virtual mediated schema provides an interface that takes the query from the user, 

transforms it in a way the source database can understand and then sends the query 

directly to the source databases to obtain the result. 

o In this approach, the data only remains in the actual source databases. 

o However, mediated schema contains several "adapters" or "wrappers" that can connect 

back to the source systems in order to bring the data to the front end. 

ADVANTAGES: 

Data Freshness (low latency - almost real time) 

Higher Agility (when a new source system comes or existing source system changes - 

only the corresponding adapter is created or changed - largely not affecting the other 

parts of the system) 

Less costlier (Lot of infrastructure cost can be saved since data localization not required) 

 

1 . Data Cleaning. 

  

Data cleaning routines attempt to fill in missing values, smooth out noise while 

identifying outliers, and correct inconsistencies in the data. 

  

(i). Missing values 

  

1. Ignore the tuple: This is usually done when the class label is missing 

(assuming the mining task involves classification or description). This method is 

not very effective, unless the tuple contains several attributes with missing values. 

It is especially poor when the percentage of missing values per attribute varies 

considerably. 
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2. Fill in the missing value manually: In general, this approach is time-

consuming and may not be feasible given a large data set with many missing 

values. 

  

3. Use a global constant to fill in the missing value: Replace all missing 

attribute values by the same constant, such as a label like ―Unknown". If missing 

values are replaced by, say, ―Unknown", then the mining program may 

mistakenly think that they form an interesting concept, since they all have a value 

in common - that of ―Unknown". Hence, although this method is simple, it is not 

recommended. 

  

4. Use the attribute mean to fill in the missing value: For example, suppose that 

the average income of All Electronics customers is $28,000. Use this value to 

replace the missing value for income. 

  

5. Use the attribute mean for all samples belonging to the same class as the 

given tuple: For example, if classifying customers according to credit risk, 

replace the missing value with the average income value for customers in the 

same credit risk category as that of the given tuple. 

  

6. Use the most probable value to fill in the missing value: This may be 

determined with inference-based tools using a Bayesian formalism or decision tree 

induction. For example, using the other customer attributes in your data set, you 

may construct a decision tree to predict the missing values for income. 

  

(ii). Noisy data 

Noise is a random error or variance in a measured variable. 

  

1. Binning methods: 
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Binning methods smooth a sorted data value by consulting the ‖neighborhood", or 

values around it. The sorted values are distributed into a number of 'buckets', or 

bins. Because binning methods consult the neighborhood of values, they perform 

local smoothing. Figure illustrates some binning techniques. 

In this example, the data for price are first sorted and partitioned into equi-depth 

bins (of depth 3). In smoothing by bin means, each value in a bin is replaced by 

the mean value of the bin. For example, the mean of the values 4, 8, and 15 in Bin 

1 is 9. Therefore, each original value in this bin is replaced by the value 9. 

Similarly, smoothing by bin medians can be employed, in which each bin value is 

replaced by the bin median. In smoothing by bin boundaries, the minimum and 

maximum values in a given bin are identified as the bin boundaries. Each bin 

value is then replaced by the closest boundary value. 

  

(i).Sorted data for price (in dollars): 4, 8, 15, 21, 21, 24, 25, 28, 34 (ii).Partition 

into (equi-width) bins: 

  

Bin 1: 4, 8, 15 

Bin 2: 21, 21, 24 

Bin 3: 25, 28, 34 

  

(iii).Smoothing by bin means: 

Bin 1: 9, 9, 9, 

Bin 2: 22, 22, 22 

Bin 3: 29, 29, 29 

(iv).Smoothing by bin boundaries: 

Bin 1: 4, 4, 15 

Bin 2: 21, 21, 24 
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Bin 3: 25, 25, 34 

  

2. Clustering: 

Outliers may be detected by clustering, where similar values are organized into 

groups or 

  

―clusters‖. Intuitively, values which fall outside of the set of clusters may be 

considered outliers. 

  

Figure: Outliers may be detected by clustering analysis. 

  

3. Combined computer and human inspection: Outliers may be identified 

through a combination of computer and human inspection. In one application, for 

example, an information-theoretic measure was used to help identify outlier 

patterns in a handwritten character database for classification. The measure's value 

reflected the ―surprise" content of the predicted character label with respect to 

the known label. Outlier patterns may be informative or ―garbage". Patterns 

whose surprise content is above a threshold are output to a list. A human can then 

sort through the patterns in the list to identify the actual garbage ones 

  

4. Regression: Data can be smoothed by fitting the data to a function, such as 

with regression. 
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Linear regression involves finding the ―best" line to fit two variables, so that one 

variable can be used to predict the other. Multiple linear regression is an extension 

of linear regression, where more than two variables are involved and the data are 

fit to a multidimensional surface. 

  

(iii). Inconsistent data 

  

There may be inconsistencies in the data recorded for some transactions. Some 

data inconsistencies may be corrected manually using external references. For 

example, errors made at data entry may be corrected by performing a paper trace. 

This may be coupled with routines designed to help correct the inconsistent use of 

codes. Knowledge engineering tools may also be used to detect the violation of 

known data constraints. For example, known functional dependencies between 

attributes can be used to find values contradicting the functional constraints. 

  

2. Data Transformation 

  

In data transformation, the data are transformed or consolidated into forms 

appropriate for mining. Data transformation can involve the following: 

  

Normalization, where the attribute data are scaled so as to fall within a small 

specified range, such as -1.0 to 1.0, or 0 to 1.0. 

  

There are three main methods for data normalization : min-max normalization, 

z-score 

  

normalization, and normalization by decimal scaling. 
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(i).Min-max normalization performs a linear transformation on the original data. 

Suppose that minA and maxA are the minimum and maximum values of an 

attribute A. Min-max normalization maps a value v of A to v0 in the range [new 

minA; new maxA] by computing 

 

  

(ii).z-score normalization (or zero-mean normalization), the values for an 

attribute A are normalized based on the mean and standard deviation of A. A 

value v of A is normalized to v0 by computing where mean A and stand dev A are 

the mean and standard deviation, respectively, of attribute A. This method of 

normalization is useful when the actual minimum and maximum of attribute A are 

unknown, or when there are outliers which dominate the min-max normalization. 

 

  

(iii). Normalization by decimal scaling normalizes by moving the decimal point 

of values of attribute A. The number of decimal points moved depends on the 

maximum absolute value of A. A value v of A is normalized to v0by computing 

where j is the smallest integer such that 

 

 
 

Smoothing, which works to remove the noise from data? Such techniques include 

binning, clustering, and regression. 
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(i). Binning methods: 

  

Binning methods smooth a sorted data value by consulting the ‖neighborhood", or 

values around it. The sorted values are distributed into a number of 'buckets', or 

bins. Because binning methods consult the neighborhood of values, they perform 

local smoothing. Figure illustrates some binning techniques. 

  

In this example, the data for price are first sorted and partitioned into equi-depth 

bins (of depth 3). In smoothing by bin means, each value in a bin is replaced by 

the mean value of the bin. For example, the mean of the values 4, 8, and 15 in Bin 

1 is 9. Therefore, each original value in this bin is replaced by the value 9. 

Similarly, smoothing by bin medians can be employed, in which each bin value is 

replaced by the bin median. In smoothing by bin boundaries, the minimum and 

maximum values in a given bin are identified as the bin boundaries. Each bin 

value is then replaced by the closest boundary value. 

  

(i).Sorted data for price (in dollars): 4, 8, 15, 21, 21, 24, 25, 28, 34 (ii).Partition 

into (equi-width) bins: 

  

Bin 1: 4, 8, 15 

Bin 2: 21, 21, 24 

Bin 3: 25, 28, 34 

(iii).Smoothing by bin means: 

Bin 1: 9, 9, 9, 

Bin 2: 22, 22, 22 

Bin 3: 29, 29, 29 

  

(iv).Smoothing by bin boundaries: 
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Bin 1: 4, 4, 15 

Bin 2: 21, 21, 24 

Bin 3: 25, 25, 34 

  

(ii). Clustering: 

Outliers may be detected by clustering, where similar values are organized into 

groups or 

  

―clusters‖. Intuitively, values which fall outside of the set of clusters may be 

considered outliers. 

  

Figure: Outliers may be detected by clustering analysis. 

 

  

Aggregation, where summary or aggregation operations are applied to the data. 

For example, the daily sales data may be aggregated so as to compute monthly 

and annual total amounts. 

  

Generalization of the data, where low level or 'primitive' (raw) data are replaced 

by higher level concepts through the use of concept hierarchies. For example, 

categorical attributes, like street, can be generalized to higher level concepts, like 

city or county. 
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3. Data reduction. 

  

Data reduction techniques can be applied to obtain a reduced representation of the 

data set that is much smaller in volume, yet closely maintains the integrity of the 

original data. That is, mining on the reduced data set should be more efficient yet 

produce the same (or almost the same) analytical results. 

  

Strategies for data reduction include the following. 

  

Data cube aggregation, where aggregation operations are applied to the data in 

the construction of a data cube. 

  

Dimension reduction, where irrelevant, weakly relevant or redundant attributes 

or dimensions may be detected and removed. 

  

Data compression, where encoding mechanisms are used to reduce the data set 

size. 

  

Numerosity reduction, where the data are replaced or estimated by alternative, 

smaller data representations such as parametric models (which need store only the 

model parameters instead of the actual data), or nonparametric methods such as 

clustering, sampling, and the use of histograms. 

  

Discretization and concept hierarchy generation, where raw data values for 

attributes are replaced by ranges or higher conceptual levels. Concept hierarchies 

allow the mining of data at multiple levels of abstraction, and are a powerful tool 

for data mining. 
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Data Cube Aggregation 

The lowest level of a data cube 

the aggregated data for an individual entity of interest 

e.g., a customer in a phone calling data warehouse. 

Multiple levels of aggregation in data cubes 

Further reduce the size of data to deal with 

Reference appropriate levels 

Use the smallest representation which is enough to solve the task 

  

Queries regarding aggregated information should be answered using data cube, 

when possible 

  

 

Dimensionality Reduction 

Feature selection (i.e., attribute subset selection): 

  

Select a minimum set of features such that the probability distribution of different 

classes given the values for those features is as close as possible to the original 

distribution given the values of all features 

  

reduce # of patterns in the patterns, easier to understand 

Heuristic methods: 

  

Step-wise forward selection: The procedure starts with an empty set of attributes. 

The best of the original attributes is determined and added to the set. At each 
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subsequent iteration or step, the best of the remaining original attributes is added 

to the set. 

 

Step-wise backward elimination: The procedure starts with the full set of 

attributes. At each step, it removes the worst attribute remaining in the set. 

 

Combination forward selection and backward elimination: The step-wise 

forward selection and backward elimination methods can be combined, where at 

each step one selects the best attribute and removes the 

  

Decision tree induction: Decision tree algorithms, such as ID3 and C4.5, were 

originally intended for classifcation. Decision tree induction constructs a flow-

chart-like structure where each internal (non-leaf) node denotes a test on an 

attribute, each branch corresponds to an outcome of the test, and each external 

(leaf) node denotes a class prediction. At each node, the algorithm chooses the 

―best" attribute to partition the data into individual classes. 
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Data compression 

  

In data compression, data encoding or transformations are applied so as to obtain a 

reduced or ‖compressed" representation of the original data. If the original data 

can be reconstructed from the compressed data without any loss of information, 

the data compression technique used is called lossless. If, instead, we can 

reconstruct only an approximation of the original data, then the data compression 

technique is called lossy. The two popular and effective methods of lossy data 

compression: wavelet transforms, and principal components analysis. 

  

Wavelet transforms 

  

The discrete wavelet transform (DWT) is a linear signal processing technique that, 

when applied to a data vector D, transforms it to a numerically different vector, 

D0, of wavelet coefficients. The two vectors are of the same length. 

  

The DWT is closely related to the discrete Fourier transform (DFT), a signal 

processing technique involving sines and cosines. In general, however, the DWT 

achieves better lossy compression. 

  

The general algorithm for a discrete wavelet transform is as follows. 
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The length, L, of the input data vector must be an integer power of two. This 

condition can be met by padding the data vector with zeros, as necessary. 

  

Each transform involves applying two functions. The first applies some data 

smoothing, such as a sum or weighted average. The second performs a weighted 

difference. 

  

The two functions are applied to pairs of the input data, resulting in two sets of 

data of length L=2. In general, these respectively represent a smoothed version of 

the input data, and the high-frequency content of it. 

  

The two functions are recursively applied to the sets of data obtained in the 

previous loop, until the resulting data sets obtained are of desired length. 

  

A selection of values from the data sets obtained in the above iterations are 

designated the wavelet coefficients of the transformed data. 

  

Principal components analysis 

  

Principal components analysis (PCA) searches for c k-dimensional orthogonal 

vectors that can best be used to represent the data, where c << N. The original data 

is thus projected onto a much smaller space, resulting in data compression. PCA 

can be used as a form of dimensionality reduction. The initial data can then be 

projected onto this smaller set. 

  

The basic procedure is as follows. 
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The input data are normalized, so that each attribute falls within the same range. 

This step helps ensure that attributes with large domains will not dominate 

attributes with smaller domains. 

  

PCA computes N orthonormal vectors which provide a basis for the normalized 

input data. These are unit vectors that each point in a direction perpendicular to 

the others. These vectors are referred to as the principal components. The input 

data are a linear combination of the principal components. 

  

The principal components are sorted in order of decreasing ―significance" or 

strength. The principal components essentially serve as a new set of axes for the 

data, providing important information about variance. 

  

since the components are sorted according to decreasing order of ―significance", 

the size of the data can be reduced by eliminating the weaker components, i.e., 

those with low variance. Using the strongest principal components, it should be 

possible to reconstruct a good approximation of the original data. 

  

Numerosity reduction Regression and log-linear models 

  

Regression and log-linear models can be used to approximate the given data. In 

linear regression, the data are modeled to fit a straight line. For example, a random 

variable, Y (called a response variable), can be modeled as a linear function of 

another random variable, X (called a predictor variable), with the equation where 

the variance of Y is assumed to be constant. These coefficients can be solved for 

by the method of least squares, which minimizes the error between the actual line 

separating the data and the estimate of the line. 

  

Multiple regression is an extension of linear regression allowing a response 

variable Y to be modeled as a linear function of a multidimensional feature vector. 
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Log-linear models approximate discrete multidimensional probability 

distributions. The method can be used to estimate the probability of each cell in a 

base cuboid for a set of discretized attributes, based on the smaller cuboids 

making up the data cube lattice 

  

Histograms 

  

A histogram for an attribute A partitions the data distribution of A into disjoint 

subsets, or buckets. The buckets are displayed on a horizontal axis, while the 

height (and area) of a bucket typically reects the average frequency of the values 

represented by the bucket. 

  

Equi-width: In an equi-width histogram, the width of each bucket range is 

constant (such as the width of $10 for the buckets in Figure 3.8). 

  

Equi-depth (or equi-height): In an equi-depth histogram, the buckets are created so 

that, roughly, the frequency of each bucket is constant (that is, each bucket 

contains roughly the same number of contiguous data samples). 

  

V-Optimal: If we consider all of the possible histograms for a given number of 

buckets, the V-optimal histogram is the one with the least variance. Histogram 

variance is a weighted sum of the original values that each bucket represents, 

where bucket weight is equal to the number of values in the bucket. 

  

MaxDiff: In a MaxDiff histogram, we consider the difference between each pair 

of adjacent values. A bucket boundary is established between each pair for pairs 

having the Beta largest differences, where Beta-1 is user-specified. 
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Clustering 

  

Clustering techniques consider data tuples as objects. They partition the objects 

into groups or clusters, so that objects within a cluster are ―similar" to one 

another and ―dissimilar" to objects in other clusters. Similarity is commonly 

defined in terms of how ―close" the objects are in space, based on a distance 

function. The ―quality" of a cluster may be represented by its diameter, the 

maximum distance between any two objects in the cluster. Centroid distance is an 

alternative measure of cluster quality, and is defined as the average distance of 

each cluster object from the cluster centroid. 

 

  

  

Sampling 

  

Sampling can be used as a data reduction technique since it allows a large data set 

to be represented by a much smaller random sample (or subset) of the data. 

Suppose that a large data set, D, contains N tuples. Let's have a look at some 

possible samples for D. 

  

Simple random sample without replacement (SRSWOR) of size n: This is 

created by drawing n of the N tuples from D (n < N), where the probably of 

drawing any tuple in D is 1=N, i.e., all tuples are equally likely. 
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Simple random sample with replacement (SRSWR) of size n: This is similar to 

SRSWOR, except that each time a tuple is drawn from D, it is recorded and then 

replaced. That is, after a tuple is drawn, it is placed back in D so that it may be 

drawn again. 

  

Cluster sample: If the tuples in D are grouped into M mutually disjoint 

―clusters", then a SRS of m clusters can be obtained, where m < M. A reduced 

data representation can be obtained by applying, say, SRSWOR to the pages, 

resulting in a cluster sample of the tuples. 

  

Stratified sample: If D is divided into mutually disjoint parts called ―strata", a 

stratified sample of D is generated by obtaining a SRS at each stratum. This helps 

to ensure a representative sample, especially when the data are skewed. For 

example, a stratified sample may be obtained from customer data, where stratum 

is created for each customer age group. 
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Data Discretization & Concept hierarchy generation 

 

Data discretization techniques can be used to reduce the number of values for a 

given continuous attribute by dividing the range of the attribute into intervals. 

Interval labels can then be used to replace actual data values. Replacing numerous 

values of a continuous attribute by a small number of interval labels thereby 

reduces and simplifies the original data. This leads to a concise, easy-to-use, 

knowledge-level representation of mining results. 

A concept hierarchy for a given numerical attribute defines a discretization of the 

attribute. 
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·         Concept hierarchies can be used to reduce the data by collecting and replacing 

low-level concepts (such as numerical values for the attribute age) with higher-

level concepts (such as youth, middle-aged, or senior). 

·         Although detail is lost by such data generalization, the generalized data may be 

more meaningful and easier to interpret. This contributes to a consistent 

representation of data mining results among multiple mining tasks, which is a 

common requirement. 

·         In addition, mining on a reduced data set requires fewer input/output operations 

and is more efficient than mining on a larger, un-generalized data set. 

Because of these benefits, discretization techniques and concept hierarchies are 

typically applied before data mining as a pre-processing step, rather than during 

mining. 

 

 

Data Cube Generation 

A data cube allows data to be modeled and viewed in multiple dimensions. It is 

defined by dimensions and facts. 

 

In general terms, dimensions are the perspectives or entities with respect to which 

an organization wants to keep records. For example, a store may create a sales data 

warehouse in order to keep records of the store’s sales with respect to the 

dimensions time, item, branch, and location. These dimensions allow the store to 

keep track of things like monthly sales of items and the branches and locations 

 
Each dimension may have a table associated with it, called a dimension table, 

which further describes the dimension. 

https://3.bp.blogspot.com/-RcwKBknNlKA/WZwuOO1NQqI/AAAAAAAAGa0/y7iKO-IRl9kqU7uM23nw3kqf3Az0fCDfgCLcBGAs/s1600/cub1.png
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A multidimensional data model is typically organized around a central theme, 

like sales, for instance. This theme is represented by a fact table. Facts are 

numerical measures. Think of them as the quantities by which we want to analyze 

relationships between dimensions. 

The fact table contains the names of the facts, or measures, as well as keys to each 

of the related dimension tables. 

Although we usually think of cubes as 3-D geometric structures, in data 

warehousing the data cube is n-dimensional. 

 
 

 
 

 

 

 

https://1.bp.blogspot.com/-vZjwqGZ0kfI/WZwuRYdKHII/AAAAAAAAGbA/iMI_3KVgK2gXz1FHjmqjcJrQZU4NhMH8QCEwYBhgL/s1600/cub2.png
https://2.bp.blogspot.com/-LeG_j6olxxA/WZwuOjj8RuI/AAAAAAAAGa4/Euwu69WDwlMa9tkJzTWjvEK6sbzna_zRACEwYBhgL/s1600/cub3.png
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UNIT - III 

Data Warehouse Concept 

The basic concept of a Data Warehouse is to facilitate a single version of truth for a 

company for decision making and forecasting. A Data warehouse is an information 

system that contains historical and commutative data from single or multiple sources. 

Data Warehouse concept, simplifies reporting and analysis process of the 

organization. 

 

Characteristics of Data warehouse 

A data warehouse has following characteristics: 

 Subject-Oriented 

 Integrated 

 Time-variant 

 Non-volatile 

Subject-Oriented 

A data warehouse is subject oriented as it offers information regarding a theme 

instead of companies' ongoing operations. These subjects can be sales, marketing, 

distributions, etc. 

A data warehouse never focuses on the ongoing operations. Instead, it put emphasis 

on modeling and analysis of data for decision making. It also provides a simple and 

concise view around the specific subject by excluding data which not helpful to 

support the decision process. 

Integrated 

In Data Warehouse, integration means the establishment of a common unit of measure 

for all similar data from the dissimilar database. The data also needs to be stored in 

the Datawarehouse in common and universally acceptable manner. 
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A data warehouse is developed by integrating data from varied sources like a 

mainframe, relational databases, flat files, etc. Moreover, it must keep consistent 

naming conventions, format, and coding. 

This integration helps in effective analysis of data. Consistency in naming 

conventions, attribute measures, encoding structure etc. have to be ensured. Consider 

the following example: 

 

In the above example, there are three different application labeled A, B and C. 

Information stored in these applications are Gender, Date, and Balance. However, 

each application's data is stored different way. 

 In Application A gender field store logical values like M or F 

 In Application B gender field is a numerical value, 

 In Application C application, gender field stored in the form of a character 

value. 

 Same is the case with Date and balance 

However, after transformation and cleaning process all this data is stored in common 

format in the Data Warehouse. 

https://www.guru99.com/images/1/022218_0735_DataWarehou1.png
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Time-Variant 

The time horizon for data warehouse is quite extensive compared with operational 

systems. The data collected in a data warehouse is recognized with a particular period 

and offers information from the historical point of view. It contains an element of 

time, explicitly or implicitly. 

One such place where Datawarehouse data display time variance is in in the structure 

of the record key. Every primary key contained with the DW should have either 

implicitly or explicitly an element of time. Like the day, week month, etc. 

Another aspect of time variance is that once data is inserted in the warehouse, it can't 

be updated or changed. 

Non-volatile 

Data warehouse is also non-volatile means the previous data is not erased when new 

data is entered in it. 

Data is read-only and periodically refreshed. This also helps to analyze historical data 

and understand what & when happened. It does not require transaction process, 

recovery and concurrency control mechanisms. 

Activities like delete, update, and insert which are performed in an operational 

application environment are omitted in Data warehouse environment. Only two types 

of data operations performed in the Data Warehousing are 

1. Data loading 

2. Data access 
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Here, are some major differences between Application and Data Warehouse 

Operational 

Application 

Data Warehouse 

Complex program 

must be coded to 

make sure that data 

upgrade processes 

maintain high 

integrity of the final 

product. 

This kind of issues does not 

happen because data update is 

not performed. 

Data is placed in a 

normalized form to 

ensure minimal 

redundancy. 

Data is not stored in normalized 

form. 

Technology needed 

to support issues of 

transactions, data 

recovery, rollback, 

and resolution as its 

deadlock is quite 

complex. 

It offers relative simplicity in 

technolog 
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Multidimensional Data Model 

  

The multidimensional data model is an integral part of On-Line Analytical 

Processing, or OLAP 

  Multidimensional data model is to view it as a cube. The cable at the left 

contains detailed sales data by product, market and time. The cube on the right 

associates sales number (unit sold) with dimensions-product type, market and time 

with the unit variables organized as cell in an array. 

  This cube can be expended to include another array-price-which can be 

associates with all or only some dimensions. As number of dimensions increases 

number of cubes cell increase exponentially. 

  Dimensions are hierarchical in nature i.e. time dimension may contain 

hierarchies for years, quarters, months, weak and day. GEOGRAPHY may 

contain country, state, city etc. 
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Star schema: A fact table in the middle connected to a set of dimension tables It 

contains: 

  

A large central table (fact table) 

A set of smaller attendant tables (dimension table), one for each dimension 
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Snowflake schema: A refinement of star schema where some dimensional 

hierarchy is further splitting (normalized) into a set of smaller dimension tables, 

forming a shape similar to snowflake 

  

However, the snowflake structure can reduce the effectiveness of browsing, since 

more joins will be needed 
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Fact constellations: Multiple fact tables share dimension tables, viewed as a 

collection of stars, therefore called galaxy schema or fact constellation 
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In this cube we can observe, that each side of the cube represents one of the 

elements of the question. The x-axis represents the time, the y-axis represents the 

products and the z-axis represents different centers. The cells of in the cube 

represents the number of product sold or can represent the price of the items. 

  This Figure also gives a different understanding to the drilling down operations. 

The relations defined must not be directly related, they related directly. 

  The size of the dimension increase, the size of the cube will also increase 

exponentially. The time response of the cube depends on the size of the cube. 
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Operations in Multidimensional Data Model: 

Aggregation (roll-up) 

dimension reduction: e.g., total sales by city 

  

summarization over aggregate hierarchy: e.g., total sales by city and year -> total 

sales by region and by year 

  

Selection (slice) defines a subcube 

e.g., sales where city = Palo Alto and date = 1/15/96 

Navigation to detailed data (drill-down) 

e.g., (sales – expense) by city, top 3% of cities by average income 

Visualization Operations (e.g., Pivot or dice) 
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Data Warehouse Architecture 

A data warehouse architecture is a method of defining the overall architecture of data 

communication processing and presentation that exist for end-clients computing within the 

enterprise. Each data warehouse is different, but all are characterized by standard vital 

components. 

Production applications such as payroll accounts payable product purchasing and inventory 

control are designed for online transaction processing (OLTP). Such applications gather 

detailed data from day to day operations. 

Data Warehouse applications are designed to support the user ad-hoc data requirements, an 

activity recently dubbed online analytical processing (OLAP). These include applications 

such as forecasting, profiling, summary reporting, and trend analysis. 

Production databases are updated continuously by either by hand or via OLTP applications. In 

contrast, a warehouse database is updated from operational systems periodically, usually 

during off-hours. As OLTP data accumulates in production databases, it is regularly extracted, 

filtered, and then loaded into a dedicated warehouse server that is accessible to users. As the 

warehouse is populated, it must be restructured tables de-normalized, data cleansed of errors 

and redundancies and new fields and keys added to reflect the needs to the user for sorting, 

combining, and summarizing data. 

Data warehouses and their architectures very depending upon the elements of an 

organization's situation. 

Three common architectures are: 

o Data Warehouse Architecture: Basic 

o Data Warehouse Architecture: With Staging Area 

o Data Warehouse Architecture: With Staging Area and Data Marts 
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Data Warehouse Architecture: Basic 

 

Operational System 

An operational system is a method used in data warehousing to refer to a system that is used 

to process the day-to-day transactions of an organization. 

Flat Files 

A Flat file system is a system of files in which transactional data is stored, and every file in 

the system must have a different name. 

Meta Data 

A set of data that defines and gives information about other data. 

Meta Data used in Data Warehouse for a variety of purpose, including: 

Meta Data summarizes necessary information about data, which can make finding and work 

with particular instances of data more accessible. For example, author, data build, and data 

changed, and file size are examples of very basic document metadata. 
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Metadata is used to direct a query to the most appropriate data source. 

 

Lightly and highly summarized data 

The area of the data warehouse saves all the predefined lightly and highly summarized 

(aggregated) data generated by the warehouse manager. 

The goals of the summarized information are to speed up query performance. The 

summarized record is updated continuously as new information is loaded into the warehouse. 

End-User access Tools 

The principal purpose of a data warehouse is to provide information to the business managers 

for strategic decision-making. These customers interact with the warehouse using end-client 

access tools. 

The examples of some of the end-user access tools can be: 

o Reporting and Query Tools 

o Application Development Tools 

o Executive Information Systems Tools 

o Online Analytical Processing Tools 

o Data Mining Tools 

Data Warehouse Architecture: With Staging Area 

We must clean and process your operational information before put it into the warehouse. 

We can do this programmatically, although data warehouses uses a staging area (A place where data 

is processed before entering the warehouse). 

A staging area simplifies data cleansing and consolidation for operational method coming 

from multiple source systems, especially for enterprise data warehouses where all relevant 

data of an enterprise is consolidated. 
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Data Warehouse Staging Area is a temporary location where a record from source systems 

is copied. 
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Data Warehouse Architecture: With Staging Area and Data 

Marts 

We may want to customize our warehouse's architecture for multiple groups within our 

organization. 

We can do this by adding data marts. A data mart is a segment of a data warehouses that can 

provided information for reporting and analysis on a section, unit, department or operation in 

the company, e.g., sales, payroll, production, etc. 

The figure illustrates an example where purchasing, sales, and stocks are separated. In this 

example, a financial analyst wants to analyze historical data for purchases and sales or mine 

historical information to make predictions about customer behavior. 
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Properties of Data Warehouse Architectures 

The following architecture properties are necessary for a data warehouse system: 

 

1. Separation: Analytical and transactional processing should be keep apart as much as 

possible. 

2. Scalability: Hardware and software architectures should be simple to upgrade the data 

volume, which has to be managed and processed, and the number of user's requirements, 

which have to be met, progressively increase. 

3. Extensibility: The architecture should be able to perform new operations and technologies 

without redesigning the whole system. 

4. Security: Monitoring accesses are necessary because of the strategic data stored in the data 

warehouses. 

5. Administerability: Data Warehouse management should not be complicated. 
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Types of Data Warehouse Architectures 

 

Single-Tier Architecture 

Single-Tier architecture is not periodically used in practice. Its purpose is to minimize the 

amount of data stored to reach this goal; it removes data redundancies. 

The figure shows the only layer physically available is the source layer. In this method, data 

warehouses are virtual. This means that the data warehouse is implemented as a 

multidimensional view of operational data created by specific middleware, or an intermediate 

processing layer. 
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The vulnerability of this architecture lies in its failure to meet the requirement for separation 

between analytical and transactional processing. Analysis queries are agreed to operational 

data after the middleware interprets them. In this way, queries affect transactional workloads. 

Two-Tier Architecture 

The requirement for separation plays an essential role in defining the two-tier architecture for 

a data warehouse system, as shown in fig: 
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Although it is typically called two-layer architecture to highlight a separation between 

physically available sources and data warehouses, in fact, consists of four subsequent data 

flow stages: 

1. Source layer: A data warehouse system uses a heterogeneous source of data. That data is 

stored initially to corporate relational databases or legacy databases, or it may come from an 

information system outside the corporate walls. 

2. Data Staging: The data stored to the source should be extracted, cleansed to remove 

inconsistencies and fill gaps, and integrated to merge heterogeneous sources into one standard 

schema. The so-named Extraction, Transformation, and Loading Tools (ETL) can 

combine heterogeneous schemata, extract, transform, cleanse, validate, filter, and load source 

data into a data warehouse. 

3. Data Warehouse layer: Information is saved to one logically centralized individual 

repository: a data warehouse. The data warehouses can be directly accessed, but it can also be 

used as a source for creating data marts, which partially replicate data warehouse contents and 

are designed for specific enterprise departments. Meta-data repositories store information on 

sources, access procedures, data staging, users, data mart schema, and so on. 
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4. Analysis: In this layer, integrated data is efficiently, and flexible accessed to issue reports, 

dynamically analyze information, and simulate hypothetical business scenarios. It should 

feature aggregate information navigators, complex query optimizers, and customer-friendly 

GUIs. 

Three-Tier Architecture 

The three-tier architecture consists of the source layer (containing multiple source system), 

the reconciled layer and the data warehouse layer (containing both data warehouses and data 

marts). The reconciled layer sits between the source data and data warehouse. 

The main advantage of the reconciled layer is that it creates a standard reference data model 

for a whole enterprise. At the same time, it separates the problems of source data extraction 

and integration from those of data warehouse population. In some cases, the reconciled 

layer is also directly used to accomplish better some operational tasks, such as producing 

daily reports that cannot be satisfactorily prepared using the corporate applications or 

generating data flows to feed external processes periodically to benefit from cleaning and 

integration. 

This architecture is especially useful for the extensive, enterprise-wide systems. A 

disadvantage of this structure is the extra file storage space used through the extra redundant 

reconciled layer. It also makes the analytical tools a little further away from being real-time. 
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Data Warehouse Implementation 

There are various implementation in data warehouses which are as follows 

 

1. Requirements analysis and capacity planning: The first process in data warehousing 

involves defining enterprise needs, defining architectures, carrying out capacity planning, and 

selecting the hardware and software tools. This step will contain be consulting senior 

management as well as the different stakeholder. 

2. Hardware integration: Once the hardware and software has been selected, they require to be 

put by integrating the servers, the storage methods, and the user software tools. 

3. Modeling: Modelling is a significant stage that involves designing the warehouse schema and 

views. This may contain using a modeling tool if the data warehouses are sophisticated. 

4. Physical modeling: For the data warehouses to perform efficiently, physical modeling is 

needed. This contains designing the physical data warehouse organization, data placement, data 

partitioning, deciding on access techniques, and indexing. 

5. Sources: The information for the data warehouse is likely to come from several data sources. 

This step contains identifying and connecting the sources using the gateway, ODBC drives, or 

another wrapper. 
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6. ETL: The data from the source system will require to go through an ETL phase. The process 

of designing and implementing the ETL phase may contain defining a suitable ETL tool vendors 

and purchasing and implementing the tools. This may contains customize the tool to suit the need 

of the enterprises. 

7. Populate the data warehouses: Once the ETL tools have been agreed upon, testing the tools 

will be needed, perhaps using a staging area. Once everything is working adequately, the ETL 

tools may be used in populating the warehouses given the schema and view definition. 

8. User applications: For the data warehouses to be helpful, there must be end-user applications. 

This step contains designing and implementing applications required by the end-users. 

9. Roll-out the warehouses and applications: Once the data warehouse has been populated and 

the end-client applications tested, the warehouse system and the operations may be rolled out for 

the user's community to use. 

 

Implementation Guidelines 

 

1. Build incrementally: Data warehouses must be built incrementally. Generally, it is 

recommended that a data marts may be created with one particular project in mind, and once it is 

implemented, several other sections of the enterprise may also want to implement similar 

systems. An enterprise data warehouses can then be implemented in an iterative manner allowing 

all data marts to extract information from the data warehouse. 



  
Page 84 

 
  

2. Need a champion: A data warehouses project must have a champion who is active to carry 

out considerable researches into expected price and benefit of the project. Data warehousing 

projects requires inputs from many units in an enterprise and therefore needs to be driven by 

someone who is needed for interacting with people in the enterprises and can actively persuade 

colleagues. 

3. Senior management support: A data warehouses project must be fully supported by senior 

management. Given the resource-intensive feature of such project and the time they can take to 

implement, a warehouse project signal for a sustained commitment from senior management. 

4. Ensure quality: The only record that has been cleaned and is of a quality that is implicit by 

the organizations should be loaded in the data warehouses. 

5. Corporate strategy: A data warehouse project must be suitable for corporate strategies and 

business goals. The purpose of the project must be defined before the beginning of the projects. 

6. Business plan: The financial costs (hardware, software, and peopleware), expected advantage, 

and a project plan for a data warehouses project must be clearly outlined and understood by all 

stakeholders. Without such understanding, rumors about expenditure and benefits can become 

the only sources of data, subversion the projects. 

7. Training: Data warehouses projects must not overlook data warehouses training 

requirements. For a data warehouses project to be successful, the customers must be trained to 

use the warehouses and to understand its capabilities. 

8. Adaptability: The project should build in flexibility so that changes may be made to the data 

warehouses if and when required. Like any system, a data warehouse will require to change, as 

the needs of an enterprise change. 

9. Joint management: The project must be handled by both IT and business professionals in the 

enterprise. To ensure that proper communication with the stakeholder and which the project is 

the target for assisting the enterprise's business, the business professional must be involved in the 

project along with technical professionals. 
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Data Mining Vs Data Warehousing 

Data warehouse refers to the process of compiling and organizing data into one common 

database, whereas data mining refers to the process of extracting useful data from the databases. 

The data mining process depends on the data compiled in the data warehousing phase to 

recognize meaningful patterns. A data warehousing is created to support management systems. 

Data Warehouse: 

A Data Warehouse refers to a place where data can be stored for useful mining. It is like a quick 

computer system with exceptionally huge data storage capacity. Data from the various 

organization's systems are copied to the Warehouse, where it can be fetched and conformed to 

delete errors. Here, advanced requests can be made against the warehouse storage of data. 

 

Data warehouse combines data from numerous sources which ensure the data quality, accuracy, 

and consistency. Data warehouse boosts system execution by separating analytics processing 

from transnational databases. Data flows into a data warehouse from different databases. A data 

warehouse works by sorting out data into a pattern that depicts the format and types of data. 

Query tools examine the data tables using patterns. 

Data warehouses and databases both are relative data systems, but both are made to serve 

different purposes. A data warehouse is built to store a huge amount of historical data and 

empowers fast requests over all the data, typically using Online Analytical Processing (OLAP). 

A database is made to store current transactions and allow quick access to specific transactions 

for ongoing business processes, commonly known as Online Transaction Processing (OLTP). 
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Important Features of Data Warehouse 

The Important features of Data Warehouse are given below: 

1. Subject Oriented 

A data warehouse is subject-oriented. It provides useful data about a subject instead of the 

company's ongoing operations, and these subjects can be customers, suppliers, marketing, 

product, promotion, etc. A data warehouse usually focuses on modeling and analysis of data that 

helps the business organization to make data-driven decisions. 

2. Time-Variant: 

The different data present in the data warehouse provides information for a specific period. 

3. Integrated 

A data warehouse is built by joining data from heterogeneous sources, such as social databases, 

level documents, etc. 

4. Non- Volatile 

It means, once data entered into the warehouse cannot be change. 

Advantages of Data Warehouse: 

o More accurate data access 

o Improved productivity and performance 

o Cost-efficient 

o Consistent and quality data 

Data Mining: 

Data mining refers to the analysis of data. It is the computer-supported process of analyzing huge 

sets of data that have either been compiled by computer systems or have been downloaded into 

the computer. In the data mining process, the computer analyzes the data and extract useful 

information from it. It looks for hidden patterns within the data set and try to predict future 

behavior. Data mining is primarily used to discover and indicate relationships among the data 

sets. 
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Data mining aims to enable business organizations to view business behaviors, trends 

relationships that allow the business to make data-driven decisions. It is also known as 

knowledge Discover in Database (KDD). Data mining tools utilize AI, statistics, databases, and 

machine learning systems to discover the relationship between the data. Data mining tools can 

support business-related questions that traditionally time-consuming to resolve any issue. 

Important features of Data Mining: 

The important features of Data Mining are given below: 

o It utilizes the Automated discovery of patterns. 

o It predicts the expected results. 

o It focuses on large data sets and databases 

o It creates actionable information. 

Advantages of Data Mining: 

i. Market Analysis: 

Data Mining can predict the market that helps the business to make the decision. For example, it 

predicts who is keen to purchase what type of products. 

ii. Fraud detection: 

Data Mining methods can help to find which cellular phone calls, insurance claims, credit, or 

debit card purchases are going to be fraudulent. 

iii. Financial Market Analysis: 
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Data Mining techniques are widely used to help Model Financial Market 

iv. Trend Analysis: 

Analyzing the current existing trend in the marketplace is a strategic benefit because it helps in 

cost reduction and manufacturing process as per market demand. 

 

Differences between Data Mining and Data 

Warehousing: 

 

Data Mining Data Warehousing 

Data mining is the process of determining 

data patterns. 

A data warehouse is a database system designed for 

analytics. 

Data mining is generally considered as the 

process of extracting useful data from a 

large set of data. 

Data warehousing is the process of combining all the 

relevant data. 

Business entrepreneurs carry data mining 

with the help of engineers. 

Data warehousing is entirely carried out by the engineers. 

In data mining, data is analyzed repeatedly. In data warehousing, data is stored periodically. 

Data mining uses pattern recognition 

techniques to identify patterns. 

Data warehousing is the process of extracting and storing 

data that allow easier reporting. 

One of the most amazing data mining One of the advantages of the data warehouse is its ability to 
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technique is the detection and identification 

of the unwanted errors that occur in the 

system. 

update frequently. That is the reason why it is ideal for 

business entrepreneurs who want up to date with the latest 

stuff. 

The data mining techniques are cost-

efficient as compared to other statistical data 

applications. 

The responsibility of the data warehouse is to simplify 

every type of business data. 

The data mining techniques are not 100 

percent accurate. It may lead to serious 

consequences in a certain condition. 

In the data warehouse, there is a high possibility that the 

data required for analysis by the company may not be 

integrated into the warehouse. It can simply lead to loss of 

data. 

Companies can benefit from this analytical 

tool by equipping suitable and accessible 

knowledge-based data. 

Data warehouse stores a huge amount of historical data that 

helps users to analyze different periods and trends to make 

future predictions. 
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UNIT IV 

 

Frequent pattern mining 

Frequent pattern mining. Association mining. Correlation mining. Association rule learning. The 

Apriori algorithm. 

These are all related, yet distinct, concepts that have been used for a very long time to describe 

an aspect of data mining that many would argue is the very essence of the term data mining: 

taking a set of data and applying statistical methods to find interesting and previously-unknown 

patterns within said set of data. We aren't looking to classify instances or perform instance 

clustering; we simply want to learn patterns of subsets which emerge within a dataset and across 

instances, which ones emerge frequently, which items are associated, and which items correlate 

with others. It's easy to see why the above terms become conflated. 

So, let's have a look at this essential aspect of data mining. Foregoing the Apriori algorithm for 

now, I will simply use the term frequent pattern mining to refer to the big tent of concepts 

outlined above, even if somewhat flawed (and even if I personally prefer the less often used term 

association mining). 
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Market Basket Analysis 

Frequent patterns are patterns which appear frequently within a dataset (surprised?). A frequent 

itemset is one which is made up of one of these patterns, which is why frequent pattern mining is 

often alternately referred to as frequent itemset mining. 

Frequent pattern mining is most easily explained by introducing market basket analysis (or 

affinity analysis), a typical usage for which it is well-known. Market basket analysis attempts to 

identify associations, or patterns, between the various items that have been chosen by a particular 

shopper and placed in their market basket, be it real or virtual, and assigns support and 

confidence measures for comparison. The value of this lies in cross-marketing and customer 

behavior analysis. 

The generalization of market basket analysis is frequent pattern mining, and is actually quite 

similar to classification except that any attribute, or combination of attributes (and not just the 

class), can be predicted in association. As association does not require the pre-labeling of 

classes, it is a form of unsupervised learning. 

Confidence, Support, and Association Rules 

If we think of the total set of items available in our set (sold at a physical store, at an online 

retailer, or something else altogether, such as transactions for fraud detection analysis), then each 

item can be represented by a Boolean variable, representing whether or not the item is present 

within a given "basket." Each basket is then simply a Boolean vector, possibly quite lengthy 

dependent on the number of available items. A dataset would then be the resulting matrix of all 

possible basket vectors. 

This collection of Boolean basket vectors are then analyzed for associations, patterns, 

correlations, or whatever it is you would like to call these relationships. One of the most common 

ways to represent these patterns is via association rules, a single example of which is given 

below: 

milk => bread [support = 25%, confidence = 60%] 

 

  

How do we know how interesting or insightful a given rule may be? That's where support and 

confidence come in. 

Support is a measure of absolute frequency. In the above example, the support of 25% indicates 

that, in our finite dataset, milk and bread are purchased together in 25% of all transactions. 

Confidence is a measure of correlative frequency. In the above example, the confidence of 60% 

indicates that 60% of those who purchased milk also purchased bread. 

https://en.wikipedia.org/wiki/Affinity_analysis
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In a given application, association rules are generally generated within the bounds of some 

predefined minimum threshold for both confidence and support, and rules are only considered 

interesting and insightful if they meet these minimum thresholds. 

 

Apriori Algorithm – Frequent Pattern Algorithms 

Apriori algorithm was the first algorithm that was proposed for frequent itemset mining. It 

was later improved by R Agarwal and R Srikant and came to be known as Apriori. This 

algorithm uses two steps “join” and “prune” to reduce the search space. It is an iterative 

approach to discover the most frequent itemsets. 

Apriori says: 

The probability that item I is not frequent is if: 

 P(I) < minimum support threshold, then I is not frequent. 

 P (I+A) < minimum support threshold, then I+A is not frequent, where A also belongs 

to itemset. 

 If an itemset set has value less than minimum support then all of its supersets will 

also fall below min support, and thus can be ignored. This property is called the 

Antimonotone property. 

The steps followed in the Apriori Algorithm of data mining are: 

1. Join Step: This step generates (K+1) itemset from K-itemsets by joining each item 

with itself. 

2. Prune Step: This step scans the count of each item in the database. If the candidate 

item does not meet minimum support, then it is regarded as infrequent and thus it is 

removed. This step is performed to reduce the size of the candidate itemsets. 

Steps In Apriori 

Apriori algorithm is a sequence of steps to be followed to find the most frequent itemset in 

the given database. This data mining technique follows the join and the prune steps 

iteratively until the most frequent itemset is achieved. A minimum support threshold is given 

in the problem or it is assumed by the user. 
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#1) In the first iteration of the algorithm, each item is taken as a 1-itemsets candidate. The 

algorithm will count the occurrences of each item. 

#2) Let there be some minimum support, min_sup ( eg 2). The set of 1 – itemsets whose 

occurrence is satisfying the min sup are determined. Only those candidates which count 

more than or equal to min_sup, are taken ahead for the next iteration and the others are 

pruned. 

#3) Next, 2-itemset frequent items with min_sup are discovered. For this in the join step, the 

2-itemset is generated by forming a group of 2 by combining items with itself. 

#4) The 2-itemset candidates are pruned using min-sup threshold value. Now the table will 

have 2 –itemsets with min-sup only. 

#5) The next iteration will form 3 –itemsets using join and prune step. This iteration will 

follow antimonotone property where the subsets of 3-itemsets, that is the 2 –itemset 

subsets of each group fall in min_sup. If all 2-itemset subsets are frequent then the superset 

will be frequent otherwise it is pruned. 

#6) Next step will follow making 4-itemset by joining 3-itemset with itself and pruning if its 

subset does not meet the min_sup criteria. The algorithm is stopped when the most 

frequent itemset is achieved. 

 

[image source] 

Example of Apriori: Support threshold=50%, Confidence= 60% 

https://www.hackerearth.com/
https://cdn.softwaretestinghelp.com/wp-content/qa/uploads/2019/09/AprioriSteps.png
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TABLE-1 

Transaction List of items 

T1 I1,I2,I3 

T2 I2,I3,I4 

T3 I4,I5 

T4 I1,I2,I4 

T5 I1,I2,I3,I5 

T6 I1,I2,I3,I4 

Solution: 

Support threshold=50% => 0.5*6= 3 => min_sup=3 

1. Count Of Each Item 

TABLE-2 

Item Count 

I1 4 

I2 5 

I3 4 

I4 4 

I5 2 
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2. Prune Step: TABLE -2 shows that I5 item does not meet min_sup=3, thus it is deleted, 

only I1, I2, I3, I4 meet min_sup count. 

 

 

 

TABLE-3 

Item Count 

I1 4 

I2 5 

I3 4 

I4 4 

3. Join Step: Form 2-itemset. From TABLE-1 find out the occurrences of 2-itemset. 

TABLE-4 

Item Count 

I1,I2 4 

I1,I3 3 

I1,I4 2 

I2,I3 4 

I2,I4 3 

I3,I4 2 

4. Prune Step: TABLE -4 shows that item set {I1, I4} and {I3, I4} does not meet min_sup, 

thus it is deleted. 
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TABLE-5 

Item Count 

I1,I2 4 

I1,I3 3 

I2,I3 4 

I2,I4 3 

5. Join and Prune Step: Form 3-itemset. From the TABLE- 1 find out occurrences of 3-

itemset. From TABLE-5, find out the 2-itemset subsets which support min_sup. 

We can see for itemset {I1, I2, I3} subsets, {I1, I2}, {I1, I3}, {I2, I3} are occurring in TABLE-

5 thus {I1, I2, I3} is frequent. 

We can see for itemset {I1, I2, I4} subsets, {I1, I2}, {I1, I4}, {I2, I4}, {I1, I4} is not frequent, as 

it is not occurring in TABLE-5 thus {I1, I2, I4} is not frequent, hence it is deleted. 

TABLE-6 

Item 

I1,I2,I3 

I1,I2,I4 

I1,I3,I4 

I2,I3,I4 

Only {I1, I2, I3} is frequent. 

6. Generate Association Rules: From the frequent itemset discovered above the 

association could be: 
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{I1, I2} => {I3} 

Confidence = support {I1, I2, I3} / support {I1, I2} = (3/ 4)* 100 = 75% 

{I1, I3} => {I2} 

Confidence = support {I1, I2, I3} / support {I1, I3} = (3/ 3)* 100 = 100% 

{I2, I3} => {I1} 

Confidence = support {I1, I2, I3} / support {I2, I3} = (3/ 4)* 100 = 75% 

{I1} => {I2, I3} 

Confidence = support {I1, I2, I3} / support {I1} = (3/ 4)* 100 = 75% 

{I2} => {I1, I3} 

Confidence = support {I1, I2, I3} / support {I2 = (3/ 5)* 100 = 60% 

{I3} => {I1, I2} 

Confidence = support {I1, I2, I3} / support {I3} = (3/ 4)* 100 = 75% 

This shows that all the above association rules are strong if minimum confidence threshold 

is 60%. 

The Apriori Algorithm: Pseudo Code 

C: Candidate item set of size k 

L: Frequent itemset of size k 
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[image source] 

Advantages 

1. Easy to understand algorithm 

2. Join and Prune steps are easy to implement on large itemsets in large databases 

Disadvantages 

1. It requires high computation if the itemsets are very large and the minimum support 

is kept very low. 

2. The entire database needs to be scanned. 

 

Methods To Improve Apriori Efficiency 

Many methods are available for improving the efficiency of the algorithm. 

1. Hash-Based Technique: This method uses a hash-based structure called a hash 

table for generating the k-itemsets and its corresponding count. It uses a hash 

function for generating the table. 

2. Transaction Reduction: This method reduces the number of transactions scanning 

in iterations. The transactions which do not contain frequent items are marked or 

removed. 

https://www.slideshare.net/
https://cdn.softwaretestinghelp.com/wp-content/qa/uploads/2019/09/Psudocode.png
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3. Partitioning: This method requires only two database scans to mine the frequent 

itemsets. It says that for any itemset to be potentially frequent in the database, it 

should be frequent in at least one of the partitions of the database. 

4. Sampling: This method picks a random sample S from Database D and then 

searches for frequent itemset in S. It may be possible to lose a global frequent 

itemset. This can be reduced by lowering the min_sup. 

5. Dynamic Itemset Counting: This technique can add new candidate itemsets at any 

marked start point of the database during the scanning of the database. 
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Mining Various Kinds of Association Rules 

  

1. Mining Multilevel Association Rules 

For many applications, it is difficult to find strong associations among data items 

at low or primitive levels of abstraction due to the sparsity of data at those levels. 

Strong associations discovered at high levels of abstraction may represent 

commonsense knowledge. 

  

. Therefore, data mining systems should provide capabilities for mining 

association rules at multiple levels of abstraction, with sufficient flexibility for 

easy traversal among different abstraction spaces. 

  

Let’s examine the following example. 

  

Mining multilevel association rules. Suppose we are given the task-relevant set of 

transactional data in Table for sales in an AllElectronics store, showing the items 

purchased for each transaction. 

  

The concept hierarchy for the items is shown in Figure . A concept hierarchy 

defines a sequence of mappings from a set of low-level concepts to higher level, 

more general concepts. Data can be generalized by replacing low-level concepts 

within the data by their higher-level concepts, or ancestors, from a concept 

hierarchy. 
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Association rules generated from mining data at multiple levels of abstraction are 

called multiple-level or multilevel association rules. Multilevel association rules 

can be mined efficiently using concept hierarchies under a support-confidence 

framework. In general, a top-down strategy is employed, For each level, any 

algorithm for discovering frequent itemsets may be used, such as Apriori or its 

variations. 

  

Using uniform minimum support for all levels (referred to as uniform 

support): The same minimum support threshold is used when mining at each 

level of abstraction. For example, in Figure 5.11, a minimum support threshold of 

5% is used throughout (e.g., for mining from 
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“computer” down to “laptop computer”). Both “computer” and “laptop 

computer” are found to be frequent, while “desktop computer” is not. 

  

When a uniform minimum support threshold is used, the search procedure is 

simplified. The method is also simple in that users are required to specify only one 

minimum support threshold. An Apriori-like optimization technique can be 

adopted, based on the knowledge that an ancestor is a superset of its descendants: 

The search avoids examining itemsets containing any item whose ancestors do not 

have minimum support. 

 

Using reduced minimum support at lower levels (referred to as reduced 

support): Each level of abstraction has its own minimum support threshold. The 

deeper the level of abstraction, the smaller the corresponding threshold is. For 

example, in Figure, the minimum support thresholds for levels 1 and 2 are 5% and 

3%, respectively. In this way, “computer,” “laptop computer,” and “desktop 

computer” are all considered frequent. 

 

Using item or group-based minimum support (referred to as group-based 

support): 

 

Because users or experts often have insight as to which groups are more important 

than others, it is sometimes more desirable to set up user-specific, item, or group 
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based minimal support thresholds when mining multilevel rules. For example, a 

user could set up the minimum support thresholds based on product price, or on 

items of interest, such as by setting particularly low support thresholds for laptop 

computers and flash drives in order to pay particular attention to the association 

patterns containing items in these categories. 

  

  

2. Mining Multidimensional Association Rules from Relational 

Databases and Data Warehouses 

  

  

We have studied association rules that imply a single predicate, that is, the 

predicate buys. For instance, in mining our AllElectronics database, we may 

discover the Boolean association rule 

 

Following the terminology used in multidimensional databases, we refer to each 

distinct predicate in a rule as a dimension. Hence, we can refer to Rule above as a 

single dimensional or intra dimensional association rule because it contains a 

single distinct predicate (e.g., buys)with multiple occurrences (i.e., the predicate 

occurs more than once within the rule). As we have seen in the previous sections 

of this chapter, such rules are commonly mined from transactional data. 

  

Considering each database attribute or warehouse dimension as a predicate, we 

can therefore mine association rules containing multiple predicates, such as 

 

Association rules that involve two or more dimensions or predicates can be 

referred to as multidimensional association rules. Rule above contains three 
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predicates (age, occupation, and buys), each of which occurs only once in the rule. 

Hence, we say that it has no repeated predicates. Multidimensional association 

rules with no repeated predicates are called inter dimensional association rules. 

We can also mine multidimensional association rules with repeated predicates, 

which contain multiple occurrences of some predicates. These rules are called 

hybrid-dimensional association rules. An example of such a rule is the following, 

where the predicate buys is repeated: 

 

  

Note that database attributes can be categorical or quantitative. Categorical 

attributes have a finite number of possible values, with no ordering among the 

values (e.g., occupation, brand, color). Categorical attributes are also called 

nominal attributes, because their values are ―names of things.‖ Quantitative 

attributes are numeric and have an implicit ordering among values 

(e.g., age, income, price). Techniques for mining multidimensional association 

rules can be categorized into two basic approaches regarding the treatment of 

quantitative attributes. 

  

Mining Multidimensional Association Rules Using Static Discretization of 

Quantitative 

  

Attributes 

  

Quantitative attributes, in this case, are discretized before mining using predefined 

concept hierarchies or data discretization techniques, where numeric values are 

replaced by interval labels. Categorical attributes may also be generalized to 

higher conceptual levels if desired. If the resulting task-relevant data are stored in 

a relational table, then any of the frequent itemset mining algorithms we have 

discussed can be modified easily so as to find all frequent predicate sets rather 

than frequent itemsets. In particular, instead of searching on only one attribute 



  
Page 112 

 
  

like buys, we need to search through all of the relevant attributes, treating each 

attribute-value pair as an itemset. 

 

  

Mining Quantitative Association Rules 

  

  

  

Quantitative association rules are multidimensional association rules in which the 

numeric attributes are dynamically discretized during the mining process so as to 

satisfy some mining criteria, such as maximizing the confidence or compactness 

of the rules mined. In this section, we focus specifically on how to mine 

quantitative association rules having two quantitative attributes on the left-hand 

side of the rule and one categorical attribute on the right-hand side of the rule. 

That is, 
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where Aquan1 and Aquan2 are tests on quantitative attribute intervals (where the 

intervals are dynamically determined), and Acat tests a categorical attribute from 

the task-relevant data. Such rules have been referred to as two-dimensional 

quantitative association rules, because they contain two quantitative dimensions. 

For instance, suppose you are curious about the association relationship between 

pairs of quantitative attributes, like customer age and income, and the type of 

television (such as high-definition TV, i.e., HDTV) that customers like to buy. An 

example of such a 2-D quantitative association rule is 

 

Binning: Quantitative attributes can have a very wide range of values defining 

their domain. Just think about how big a 2-D grid would be if we 

plotted age and income as axes, where each possible value of age was assigned a 

unique position on one axis, and similarly, each possible value of income was 

assigned a unique position on the other axis! To keep grids down to a manageable 

size, we instead partition the ranges of quantitative attributes into intervals. These 

intervals are dynamic in that they may later be further combined during the 

mining process. The partitioning process is referred to as binning, that is, where 

the intervals are considered ―bins.‖ Three common binning strategies area as 

follows: 

 

Finding frequent predicate sets: Once the 2-D array containing the count 

distribution for each category is set up, it can be scanned to find the frequent 

predicate sets (those satisfying minimum support) that also satisfy minimum 

confidence. Strong association rules can then be generated from these predicate 

sets, using a rule generation algorithm. 
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UNIT V 

 

Applications 

 

Data mining is many and varied fields of applications. 

 

Data Mining for Financial Data Analysis 

 

Financial data collected in the banking and financial industry are often relatively complete, 

reliable, and of high quality, which facilitates systematic data analysis and data mining. A few 

examples of data mining in the Financial Data Analysis are outlined as follows: 

 

Detect patterns of fraudulent credit card use 

Identify loyal customers 

Predict customers likely to change their credit card affiliation 

Determine credit card spending by customer groups 

Find hidden correlations between different financial indicators 

Identify stock trading rules from historical market data. 

 

Design and Construction of data warehouses for multidimensional data analysis and data 

mining 

 

Data warehouses need to be constructed for banking and financial data. Multidimensional data 

analysis methods should be used to analyze the general properties of such data warehouses, data 

cubes, multi feature and discovery-driven data cubes, characterization and class comparisons, 

and outlier analysis all play important roles in financial data analysis and mining. 

 

Loan payment prediction and customer credit policy analysis 

 

Data mining methods, such as attribute selection and attribute relevance ranking, may help 

identify important factors such as loan-to-value ratio, duration of the loan, debt ratio, payment 

to-income ratio, customer income level, education level, residence region, and credit history and 

eliminate irrelevant ones for loan payment prediction and customer credit rating. 
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Classification and clustering of customers for targeted marketing 

 

Classification technique is used to identify the most crucial factors that may influence a 

customer’s decision regarding banking. Customers with similar behaviors regarding loan 

payments may be identified by multidimensional clustering techniques. These data mining 

techniques helps to identify customer groups, associate a new customer with an appropriate 

customer group, and facilitate targeted marketing. Multiple data analysis tools such as data 

visualization tools, linkage analysis tools, classification tools, clustering tools, outlier analysis 

tools and sequential pattern analysis tools can then be used to detect unusual patterns, such as 

large amount of cash flow at certain periods, by certain groups of customers and also may 

identify important relationships and patterns of activities for further examination. 

 

Data Mining for the Retail Industry 

 

The retail industry is a major application area for data mining, since it collects huge amounts of 

data on sales, customer shopping history, goods transportation, consumption, and service. Retail 

data mining can help to: 

1. Identify buying patterns from customers 

2. Discovers customer shopping patterns and trends 

3. Find associations among customer demographic characteristics 

4. Predict response to mailing campaigns Improve the quality of customer service 

5. Achieve better customer retention and satisfaction 

6. Reduces the cost of business 

7. Market basket analysis 

A few examples of data mining in the retail industry are outlined as follows 

Design and construction of data warehouses based on the benefits of data mining 

 

The outcome of preliminary data mining exercises can be used to help guide the design and 

development of data warehouse structures. This involves deciding which dimensions and levels 

to include and what preprocessing to perform in order to facilitate effective data mining. 

 

Multidimensional analysis of sales, customers, products, time, and region 

 

The retail industry requires timely information regarding customer needs, product sales, trends, 

and fashions, as well as the quality, cost, profit, and service of commodities. It is therefore 

important to provide powerful multidimensional analysis and visualization tools and multi 

feature data cube to facilitate analysis on aggregates with complex conditions. 

 

Analysis of the effectiveness of sales campaigns 
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The retail industry conducts sales campaigns using advertisements, coupons, and various kinds 

of discounts and bonuses to promote products and attract customers. Multidimensional analysis 

can be used for careful analysis of the effectiveness of sales campaigns to improve company 

profits. Association analysis may disclose which items are likely to be purchased together with 

the items on sale. 

Customer retention – analysis of customer loyalty 

 

Sequential pattern mining can be used to investigate changes in customer consumption or loyalty 

and suggest adjustments on the pricing and variety of goods in order to help retain customers and 

attract new ones. Product recommendations can also be advertised on sales receipts, in weekly 

flyers or on the web to help improve customer service aid customers in selecting items, and 

increase sales. 

 

Data mining for the Telecommunication Industry 

 

The integration of telecommunication, computer network, internet, and numerous other means of 

communication and computing is underway. With the deregulation of the telecommunication 

industry in many countries and the development of new computer and communication 

technologies, the telecommunication market is rapidly expanding and highly competitive. This 

creates a great demand for data mining in order to help. 

1. To understand the business involved 

2. To identify telecommunication patterns 

3. To catch fraudulent activities 

4. To make better use of resources 

5. To improve the quality of service. 

The following are a few scenarios for which data mining may improve Telecommunication 

services: 

Multidimensional analysis of telecommunication data 

 

The multidimensional analysis of telecommunication data using OLAP and visualization tools 

can be used to identify and compare the data traffic, system workload, resource usage, user group 

behavior, and profit. 

Fraudulent pattern analysis and the identification of unusual patterns 

The multidimensional analysis, cluster analysis, and outlier analysis are used to (1) identify 

potentially fraudulent users and their a typical usage patterns; (2) detect attempts to gain 

fraudulent entry to customer accounts; and (3) discover unusual patterns. 
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Multidimensional association and sequential pattern analysis 

 

The discovery of association and sequential patterns in multidimensional analysis can be used to 

promote telecommunication service. 

 

Mobile telecommunication services 

 

Mobile Telecommunication, Web and information services, and mobile computing are becoming 

increasingly integrated and common in our work and life. One important feature of mobile 

telecommunication data is its association with spatiotemporal information. Data Mining will 

likely play a major role in the design of adaptive solutions enabling users to obtain useful 

information with relatively few keystrokes. 

 

Use of visualization tools in telecommunication data analysis 

 

Tools for OLAP visualization, linkage visualization, association visualization, clustering, and 

outlier visualization have been shown to be very useful for telecommunication data analysis. 

 

Data Mining for biological Data Analysis 

 

Biological data mining has become an essential part of a new research field called 

bioinformatics. The identification of DNA or amino acid sequence patterns that play roles in 

various biological function, genetic diseases, and evolution is challenging. Biological data 

mining helps to: 

1. Characterize patient behaviour to predict office visits 

2. Identify successful medical therapies for different illnesses 

3. Develop effective genomic and proteomic data analysis tools. 

DNA sequences form the foundation of the genetic codes of all living organisms. All DNA 

sequences are comprised of four basic building blocks, called nucleotides: adenine (A), cytosine 

(C), guanine (G), and thymine (T). These four nucleotides (or bases) are combined to form long 

sequences or chains that resemble a twisted ladder. A genome is the complete set of genes of an 

organism. The human genome is estimated to contain around 20,000 to 25,000 genes. Genomic 

is the analysis of genome sequences. 

Proteins are essential molecules for any organism. They perform life functions and make up the 

majority of cellular structures. There are 20 amino acids, each of the amino acids is coded for by 

one or more triplets of nucleotides making up DNA. The end of the chain is coded for by another 

set of triplets. Thus, a linear string or sequence of DNA is translated into a sequence of amino 

acids, forming a protein . 
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DNA sequence CTA CAC ACG TGT AAC 

Amino acid L H T C N 

sequence 

Fig : A DNA sequence and corresponding amino acid sequence 

 

A proteome is the complete molecules present in a cell tissue, or organism. Proteomics is the 

study of proteome sequences. 

Data mining may contribute to biological data analysis in the following aspects: 

Semantic integration of heterogeneous, distributed genomic and proteomic databases 

 

Data cleaning, data integration, reference reconciliation, classification, and clustering methods 

will facilitate the systematic and coordinated analysis of genome and biological data and also 

integrates the biological data and the construction of data warehouses for biological data 

analysis. 

 

Alignment, indexing, similarity search, and comparative analysis of multiple nucleotide / 

protein sequences 

 

Multiple sequence alignment is considered a more challenging task. Methods that can help 

include (1) reducing a multiple alignment to a series of pair wise alignment and then combining 

the result, and (2) using hidden Markov Models or HMMs. Multiple sequence alignments can be 

used to identify highly conserved residues among genomes, and such conserved regions can be 

used to build phylogenetic trees to infer evolutionary relationships among species. 

 

Discovery of structural patterns and analysis of genetic networks and protein pathways 

 

In biology, protein sequences are folded into three-dimensional structures which interact with 

each other based on their relative position and the distances between which forms basis of 

genetic networks and protein pathways. Powerful and scalable data mining methods are 

developed to discover approximate and frequent structural patterns and to study the regularities 

and irregularities among such interconnected biological networks. 

 

Association and path analysis: Identifying co-occurring gene sequences and linking genes 

to different stages of disease development 

 

Association analysis methods can be used to help determine the kinds of genes that are likely to 

co-occur in target samples and also facilitate the discovery of groups of genes and the study of 

interactions and relationships between them. Path analysis develops pharmaceutical interventions 

that target the different stages of disease development. 
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Visualization tools in genetic data analysis 

 

The visually appealing of biological structures and patterns facilitate pattern understanding, 

knowledge discovery, and interactive data exploration. Visualization and visual data mining 

therefore play an important role in biological data analysis. 

 

Data Mining in other Scientific Applications 

 

Vast amounts of data have been collected from scientific domain (including geosciences, 

astronomy, and meteorology) using sophisticated telescopes, multispectral high resolution 

remote satellite sensors, and global positioning systems to analyze complex data set. Some of the 

emerging scientific applications of data mining are: 

 

Data warehouses and data preprocessing 

 

Data warehouses are critical for information exchange and data mining. Scientific applications 

requires methods for integrating data from heterogeneous sources, for identifying events, for the 

efficient computation of sophisticated spatial aggregates and the handling of spatial-related data 

streams. 

 

Mining Complex data types 

 

Scientific data sets are heterogeneous in nature, typically involving semi-structured and 

unstructured data. Robust methods are needed for handling spatiotemporal data, related concept 

hierarchies, and complex geographic relationships. 

 

Graph-based mining 

 

In graph modeling, each object to be mined is represented by a vertex in a graph, and edges 

between vertices represent relationships between objects. The success of graph-modeling, 

however, depends on improvement in the scalability and efficiency of many classical data 

mining tasks, such as classification, frequent pattern mining, and clustering. 

 

Visualization tools and domain-specific knowledge 

 

High-level graphical user interface and visualization tools are required for scientific data mining 

systems to guide researcher and general users in searching for patterns, interpreting and 

visualizing discovered patterns and using discovered knowledge in their decision making. 
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Text Mining and Web Mining 

 

Text mining is the process of searching large volumes of documents from certain keywords or 

key phrases. By searching literally thousands of documents various relationships between the 

documents can be established. Using text mining however, we can easily derive certain patterns 

in the comments that may help identify a common set of customer perceptions not captured by 

the other survey questions. 

An extension of text mining is web mining. Web mining is an exciting new field that integrates 

data and text mining within a website. It enhances the web site with intelligent behavior, such as 

suggesting related links or recommending new products to the consumer. Web mining is 

especially exciting because it enables tasks that were previously difficult to implement. They can 

be configured to monitor and gather data from a wide variety of locations and can analyze the 

data across one or multiple sites. For example the search engines work on the principle of data 

mining. 

Data Mining for Intrusion Detection 

 

An intrusion can be defined as any set of actions that threaten the integrity, confidentiality or 

availability of a network resource. An intrusion detection system for a large complete network 

can typically generate thousands or millions of alarms per day representing an overwhelming 

task for the security analysts. 

Anomaly detection builds models of normal network behaviour (called profiles), which it uses to 

detect new pattern that significantly deviate from the profiles. 

The following are areas in which data mining technology may be applied or further developed 

for intrusion detection. 

Development of data mining algorithms for intrusion detection 

 

Data mining algorithms can be used for misuse detection and anomaly detection. Anomaly 

detection builds models of normal behavior and automatically detects significant deviations from 

it. Supervised or unsupervised learning can be used. The techniques used must be efficient and 

scalable, and capable of handling network data of high volume, dimensionality, and 

heterogeneity. 

 

Association and Correlation analysis, and aggregation to help select and build 

discriminating attributes 

 

Association and correlation mining can be applied to find relationships between system attributes 

describing the network data for intrusion detection. Thus it is necessary to study what sequences 

of events are frequently encountered together, find sequential patterns, and identify outliers. 
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Distributed data mining 

Distributed data mining methods may be used to analyze network data from several network 

location in order to detect these distributed attacks. 

Visualization and querying tools 

Visualization tools detects anomalous patterns using associations, clusters, and outliers 

techniques. These tools are more precise and require for less manual processing and input from 

human experts. 

Higher Education 

 

An important challenge that higher education faces today is predicting paths of students and 

alumni. Which student will enroll in particular course programs? Who will need additional 

assistance in order to graduate? Mean while additional issues, enrollment management and time-

to-degree, continue to exert pressure on colleges to search for new and faster solutions. 

Institutions can better address these students and alumni through the analysis and presentation of 

data. Data mining has quickly emerged as a highly desirable tool for using current reporting 

capabilities to uncover and understand hidden patterns in vast databases. 

 

 

 

Data Mining System Products 

There are many data mining system products and domain specific data mining applications. The 

new data mining systems and applications are being added to the previous systems. Also, efforts 

are being made to standardize data mining languages. 

Choosing a Data Mining System 

The selection of a data mining system depends on the following features − 

 Data Types − The data mining system may handle formatted text, record-based data, 

and relational data. The data could also be in ASCII text, relational database data or data 

warehouse data. Therefore, we should check what exact format the data mining system 

can handle. 

 System Issues − We must consider the compatibility of a data mining system with 

different operating systems. One data mining system may run on only one operating 

system or on several. There are also data mining systems that provide web-based user 

interfaces and allow XML data as input. 
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 Data Sources − Data sources refer to the data formats in which data mining system will 

operate. Some data mining system may work only on ASCII text files while others on 

multiple relational sources. Data mining system should also support ODBC connections 

or OLE DB for ODBC connections. 

 Data Mining functions and methodologies − There are some data mining systems that 

provide only one data mining function such as classification while some provides 

multiple data mining functions such as concept description, discovery-driven OLAP 

analysis, association mining, linkage analysis, statistical analysis, classification, 

prediction, clustering, outlier analysis, similarity search, etc. 

 Coupling data mining with databases or data warehouse systems − Data mining 

systems need to be coupled with a database or a data warehouse system. The coupled 

components are integrated into a uniform information processing environment. Here are 

the types of coupling listed below − 

o No coupling 

o Loose Coupling 

o Semi tight Coupling 

o Tight Coupling 

 Scalability − There are two scalability issues in data mining − 

o Row (Database size) Scalability − A data mining system is considered as row 

scalable when the number or rows are enlarged 10 times. It takes no more than 

10 times to execute a query. 

o Column (Dimension) Salability − A data mining system is considered as 

column scalable if the mining query execution time increases linearly with the 

number of columns. 

 Visualization Tools − Visualization in data mining can be categorized as follows − 

o Data Visualization 

o Mining Results Visualization 

o Mining process visualization 

o Visual data mining 

 Data Mining query language and graphical user interface − An easy-to-use graphical 

user interface is important to promote user-guided, interactive data mining. Unlike 

relational database systems, data mining systems do not share underlying data mining 

query language. 
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Additional Themes on Data Mining 
Due to the broad scope of data mining and the large variety of data mining methodologies, not all of 

the themes on data mining can be thoroughly covered here. 

 

 Visual and Audio Data Mining 

Visual data mining discovers implicit and useful knowledge from large data using data and/or 

knowledge visualization techniques. The eyes and brain, the latter of which can be thought of as a 

powerful, highly parallel processing and reasoning engine containing a large knowledge base, control the 

human visual system. Visual data mining essentially combines the power of these components making it a 

highly attractive and effective tool for the comprehension of data distributions, patterns, clusters, and 

outliers in data. 

Visual data mining can be viewed as an integration of two disciplines: visualization and data mining. 

It is also closely related to computer graphical multimedia systems, human computer interfaces, pattern 

recognition, and high performance computing. In general, data visualization and data mining can be 

integrated in the following ways: 

 

Data visualization: 

Data in a database or data warehouse can be viewed different levels of granularity or abstraction, or 

as different combination attributes or dimensions. Data can be presented in various visual forms, as box 

plots, 3-D cubes, data distribution charts, curves, surfaces, link graph and so on. Visual display can help 

give users' a clear impression and overview of the data characteristics in a database. 

 

Data mining result visualization: 

Visualization of data mining results is presentation of the results or knowledge obtained from data 

mining in via forms. Such forms may include scatter plots and boxplots (obtained in descriptive data 

mining), as well as decision trees, association rule clusti outliers, generalized rules, and so on. For 

example, scatter plots are shown in 

 

Data mining process visualization: 

This type of visualization presents the various processes of data mining in visual forms so that users 

can see how the data are extracted and from which database or data warehouse they are extracted, as well 

as how the selected data are cleaned, integrated, processed, and mined. Moreover, it may also show which 

method is selected for data mining, where the results are stored, and how they may be viewed. 

 

Interactive visual data mining: 

In (interactive) visual data mining, visualization tools can be used in the data mining process to help 

users make smart data mining decisions. For example, the data distribution in a set of attributes can be 

displayed using colored sectors or columns (depending: on. whether the whole space is represented by 

either a circle or a set of columns). This display may help users determine which sector should first be 
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selected for classification and where a good split point for this sector may be an interesting alternative to 

visual mining. 

 

Audio data mining: 

Uses audio signals to indicate the patterns of data or the features of data mining results. Although 

visual data mining may disclose interesting patterns using graphical displays, it requires users to 

concentrate on watching patterns and identifying interesting or novel features within them. This can 

sometimes be quite tiresome. If patterns can be transformed into sound and music, then instead of 

watching pictures, we can listen to pitches, rhythms, tune, and melody in order to identify anything 

interesting or unusual. This may relieve some of the burden of visual concentration and be more relaxing 

than visual mining in many cases. Therefore, audio data mining can be an interesting alternative to visual 

mining. 

Scientific and Statistical Data Mining 

The data mining techniques described in this book are primarily database oriented, that is, 

designed for the efficient handling of huge amounts of data tin are typically multidimensional and 

possibly of various complex types. There are however, many well-established statistical techniques for 

data analysis, particularly for numeric data. These techniques have been applied extensively to 

scientific data (e.g., data from experiments in psychology, medicine, electrical engineering and 

manufacturing), as well as to data from economics and the social sciences. 

Some of these techniques, such as principal component analysis, regression, and clustering, have 

already been addressed in this book. A thorough discussion of major statistical methods for data 

analysis is beyond the scope of this work; however, several methods are mentioned below for the sake 

of-completeness. 

 

Regression: - . 

In general, these methods are used to predict the value of a response (dependent) variable from one 

or more predictor (independent) variables where the variables are numeric. There are various forms of 

regression, such as, linear, multiple, weighted polynomial, non-parametric and robust (where robust 

methods are useful when errors fail to satisfy normalcy conditions or when the data contain significant 

outliers). 

 

Generalized linear models: 

These models and their generalization (generalized additive models), allow a categorical response 

variable (or some transformation of it) to be related to a set of predictor variables in a manner similar to 

the modeling of a numeric response variable using linear regression. Generalized linear models include 

logistic regression and Poisson regression. 

 

Regression trees: 

These can be used for classification and prediction. The trees constructed are binary. A regression 

tree is similar to a decision tree in the sense that tests are performed at the internal nodes. A major 

difference is at the leaf level-while in a decision tree a majority voting is performed to assign a class 

label to the leaf, in a regression tree the mean of the objective attribute is computed and used as the 

predicted value. 
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Analysis of variance: 

These techniques analyze experimental data for two or more populations described by a numeric 

response variable and one or more categorical variables (factors). In general, an ANOVA (single-factor 

analysis of variance) problem involves a comparison of population or treatment means to determine if at 

least two of the means are different. More complex ANOVA problems also exist. 

 

Mixed-effect models: 

These models are for analyzing grouped data-data that can be classified according to one or more 

grouping variables. They typically describe relationships between a response variable and some 

covariates in data grouped according to one or more factors. Common areas of application include 

multilevel data, repeated measures data, block designs, and longitudinal data. 

 

Factor analysis: 

This method is use& to determine which variables are combined to generate a given factor. For 

example, for many psychiatric data it is not possible to measure a certain factor of interest directly (such 

as intelligence); however, it is often possible to measure other quantities (such as student test scores) that 

reflect the factor of interest. Here, none of the variables are designated as dependent. 

 

Discriminant analysis: 

This technique is used to predict a categorical response variable. Unlike generalized linear models, it 

assumes that the independent variables follow a multivariate normal distribution. The procedure, attempts 

to determine several discriminant functions (linear combinations of the independent variables) that 

discriminate among the groups defined by the response variable. Discriminant analysis is commonly used 

in the social sciences. 

 

Time series: 

These are many statistical techniques for analyzing time-series data, such as autoregression methods, 

univariate ARIMA (autoregressive integrated moving average) modeling, and long-memory time-series 

modeling. 

 

Survival analysis: 

Several well-established statistical techniques exist for survival analysis, which originally were 

designed to predict the probability that a patient undergoing a medical treatment would survive at least to 

time r. Methods for survival analysis, however, are also commonly applied to manufacturing settings to 

estimate the life span of industrial equipment. Popular methods include Kaplan-Meier estimates of 

survival, Cox proportional hazards regression models, and their extensions. 

 

Quality control: 

Various statistics can be used to prepare charts for quality control, such as Shewhart charts and 

cusum charts (both of which display group summary statistics). These statistics include the mean, 

standard deviation, range, count, moving average, moving standard deviation, and moving range. 
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Social Impacts of Data Mining 

With the fast computerization of society, the social impacts of data mining should not be 

underestimated. Is data mining a hype, or is it really here to stay? What obstacles must be met in order 

for data mining to become accepted as a mainstream technology for business, and eventually, for 

everyone's personal use? What can be done toward protecting data privacy and security? This section 

addresses each of these questions. 

Is Data Mining Hype or a Persistent, Steadily Growing Business? 

Data mining has recently become very popular, with many people jumping into data mining 

research, development, or business, or claiming their software systems to be data mining products. 

Observing this, you may wonder, "Is data mining a hype, or is it here to stay? How well accepted is it, 

as a technology?" 

Granted, there has been a great deal of hype regarding data mining since its emergence during the 

late 1980s, especially because many people expect that data mining will become an essential tool for 

deriving knowledge from data, to help business executives make strategic decisions, to sharpen the 

competitive edge of a business;, and do many other wonderful things. 

Data mining is a technology. Like any other technology, data mining wi ll require time and effort 

to research, to develop, and to mature, and its adoption will, likely go through a life cycle consisting 

of the fol lowing stages. 

• Innovators: The new technology starts to take form as researchers begin to realize the need for methods 

to solve a particular (possibly new) problem. Early adopters: Interest increases as more and more methods 

for the technology are proposed. 

 • Chasm: This represents the "hurdles" or challenges that must be met before the technology can 

become widely accepted as mainstream. 

 • Early majority: The technology becomes mature and is generally accepted and 

used. 

 • Late majority: The technology is well accepted, but interest in it declines as the initial 

problem either becomes less important or is replaced, by other needs. 

 • Laggards: Use of the technology stars to die out, as it becomes old and outdated. 

“So, at what stage is data mining?” Several recent discussions have placed data mining at a chasm. In 

order for data mining to become fully accepted, as a technology, further research and developments are 

needed in the many areas mentioned as-efficiency and scalability, increased user interaction, 

incorporation of background knowledge and visualization techniques, the evolution of a standardized data 

mining query language, effective methods for finding interesting patterns, improved handling of complex 

data types, Web mining, and so on. 

For data Mining, to "climb out" of the chasm, we also need to focus on the integrated of data mining 

into existing business technology. Currently, there exists a good variety of generic data mining systems. 

However, many of these tend to be designed for specifically trained experts who are familiar with data 

mining jargon and data analysis techniques, like association, classification, and clustering. This makes 

such systems difficult to use for business executives and the general public. Moreover, these systems tend 

to be designed to provide horizontal solutions that are geared to work for all kinds of business but are not 

specially designed to provide business-specific data mining solutions. Since effective data mining 

requires 

the smooth integration of business logic with data mining functions, one cannot expect that generic data 

mining systems can achieve as great a success in business intelligence as domain-independent relational 
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database systems have done in business transaction and query processing. 

Many data mining researchers and developers believe that a promising direction for data mining is to 

construct data mining systems that provide vertical solutions, that is, the integration of in-depth 

domainspecific 

business logic into data mining systems. Business conducted on the Web, or e-commerce, is an 

obvious venue for data mining, as more companies collect large amounts of data from e-stores set up on 

the Web (also called Web stores). We will therefore examine how to provide domain-specific data mining 

solutions for e-commerce applications. 

Currently, more tailored systems are required that facilitate marketing campaign management (often 

called e-marketing). Ideally, such closed-loop systems bring together customer data analysis (with OLAP 

and mining technologies embedded under a user-friendly interface), customer profiling (or one-to-one 

segments'), campaign roll-out, and campaign analysis. 

These systems increasingly use data mining for customer relationship management (CRM), which 

helps companies to provide more customized, personal service to their customers in lieu of mass 

marketing. By studying browsing and purchasing patterns on Web stores (e.g., by analyzing click streams, 

the information that consumers provide by clicks of the mouse), companies can learn more about 

individual customers or customer groups. This information can be applied to the benefit of both the 

company and the customer involved. For example, by having more accurate models of their customers, 

companies should gain a better understanding of customer needs. Serving these needs can result in greater 

success regarding cross-selling of related products, up-selling, one-to-one promotions, product affinities, 

larger baskets, and customer retention. By tailoring advertisements and promotions to customer profiles, 

customers are less likely to be annoyed with unwanted mass mailings or junk mail. These actions can 

result in substantial cost savings for companies. The customer further benefits in that she is more likely to 

be notified of offers that are actually of interest to her, resulting in less waste of personal time and greater 

satisfaction. Customer-tailored advertisements are not limited to company mail-outs or ads planed on 

Web stores: In the future, digital television and on-line books and newspapers may also provide 

advertisements that are designed and selected specifically for the given viewer or viewer group based on 

customer profiling information and demographics. It is important to note that- data mining is just one 

piece of the integrated solution. Other components, such as data cleaning and data integration, OLAP, 

user security, inventory and order management, product management, and so on. Must also be in place. 

 

Is Data Mining Merely Managers Business or Everyone's Business? 

Data mining will surely help company executives a great deal in understanding the market and their 

business. However, "is data mining merely managers' business or every ones business?" Since more and 

more data are being made available on the Web or possibly on your own disks, it is likely you will need 

data mining to understand the data you can access to benefit your work and daily life. Moreover, in the 

years to come, it is expected that more and more powerful, user-friendly, diversified, and affordable data 

mining systems or components will be made available. Therefore, one can expect that everyone will have 

needs and the means for data mining. In other words, it is unlikely that data mining will remain reserved 

for today's traditional knowledge workers consisting of managers and business analysts. Instead, data 

mining will become increasingly available to everyone. 

“But, what could I do at home with data mining?" Data mining can have multiple personal uses- For 

example, you might like to mine your family's medical history, identifying patterns relating to genetically 

related medical conditions, such as cancer or chromosome abnormalities. Such knowledge may help in 
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making decisions about your lifestyle and health. In the future, you may be able to mine the records of the 

companies you deal with in order to evaluate their service to you as a customer, or to choose the best 

companies to deal with, based on customer service. You could apply content-based text mining to search 

your e-mail messages, or automatically create a classification system to help organize your archived 

messages you could mine data on stocks and company performance to assist in your financial 

investments. Other examples include mining Web stores to find the best deal on a particular item or type 

of vacation. Thus, as data mining crosses the chasm and becomes more affordable, and with the- increased 

availability of personal computers and data on the Web, it is expected that data mining will become 

increasingly accessible to the general public and will eventually become a handy tool for everyone. 

 

Is Data Mining a Threat to Privacy and Data Security? 

With more and more information accessible in electronic forms and available on the Web, and with 

increasingly powerful data mining tools being developed and put into use, you may wonder, "is data 

mining a threat to my privacy and information security?" Like any other technology, data mining can be 

used for good or bad. Since data mining may disclose patterns and various kinds of knowledge that are 

difficult to find otherwise, it may pose a threat to privacy and information security if not done or used 

properly. 

Most consumers don't mind providing companies with personal information if they think it will 

enable the companies to better service their needs. For example, shoppers are usually happy to sign up for 

loyalty cards at-the local supermarket if it means they can get discounts in return, 

Have you ever stopped to think about just, how much information is recorded about you, and what 

that information says? Profiling information can be collected every time you use your credit card, debit 

card, supermarket loyalty card, or frequent flyer card, or apply for any of the above. It can be collected 

when you surf the Web, reply to an Internet newsgroup, subscribe to a magazine, rent a video, join a club, 

fill out a contest entry form, give information about your new baby (in order to receive coupons, free 

samples, or gifts), pay for prescription drugs, or present you medical care number when visiting the 

doctor. Clearly, the information that can easily be collected is not limited to our retail purchasing 

behavior, but may even reflect our hobbies as well as financial, medical, and insurance data. If you stop 

to think about this the next time you do any of the above actions, you may get the feeling that “Big 

Brother'' or “Big Banker" or “Big Business” is carefully watching you. 

While the collection of our personal data may prove beneficial for companies and consumers, there 

is also potential for its misuse. What if the data are used for other purposes such as, say, to help insurance 

companies determine your level of fat consumption based on the food items you purchase? One 

supermarket recently tried to use loyalty-card data to show that a shopper who slipped and fell was 

actually a heavy drinker (based on the amount of alcohol purchases). Although the case was dropped, it 

illustrates how data that are “invisibly” collected on consumers may be used against them. 

 

While pondering the above, you may wonder: 

“When I provide a company with information about myself, are these data going to be used in ways I 

don't expect?" 

“Will the data be sold to other companies"? 

"Can I end out what is recorded about me?" 

"How can I find out which companies have information about me?" 

"Do I have the right or the means to refuse companies to use the profiling information they have 
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about me?" 

"Are there any means set up by which I can correct any errors in the profile data recorded about me? 

What if' I Want to erase, complete, amend, or update the data?" 

"Will the information about me be `anonymized,’ or will it be traceable to me?" 

"How secure are the data?" 

“How accountable is the company who collects or stores my data, if these data are stolen or 

misused?” 

There are no easy answers to these questions. International guidelines, known as fair information 

practices, were established for data privacy protection and cover aspects relating to data collection, use, 

quality, openness, individual participation, and accountability. They include the following principles: 

 

Purpose specification and use limitation: 

The purposes for which personal data are collected should be specified at the time of collection, and 

the data collected should not exceed the stated purpose. Data mining is typically a secondary purpose of 

the data collection. It has been argued that attaching a "disclaimer" that the data may also be used for 

mining is generally not accepted as sufficient disclosure of intent. Due to the exploratory nature of data 

mining, it is impossible to know what patterns may be discovered; therefore, there is no certainty over 

how they may be used. 

 

Openness: 

Individuals have the right to know what information is collected about them, who have access to the 

data and how the data are being used. 

One social concern of data mining is the issue of privacy and information security. Opt-out policies, 

which allow consumers to specify limitations on the use of their personal data, are one approach toward 

data privacy protection, while data security-enhancing techniques can anonymize information for security 

and privacy. 
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Trends in Data Mining 

 

The diversity of data, data mining tasks, and data mining approaches poses many challenging 

research issues in data mining. The development of efficient and effective data mining methods 

and systems, the construction of interactive and integrated data mining environments, the design 

of data mining languages, and the application of data mining techniques to solve large 

application problems are important tasks for data mining researchers and data mining system and 

application developers. Some of the trends in data mining that reflect the pursuit of these 

challenges are: 

 

Application exploration 

 Data mining is increasingly used for the exploration of applications in other areas, such 

as financial analysis, telecommunications; biomedicine, wireless security and science. 

Scalable and interactive data mining methods 

 Constraint-based mining handles huge amounts of data efficiently with added control by 

allowing the specification and use of constraints to guide data mining systems in their search for 

interesting patterns. 

 

Web database systems 

 The Web database systems will ensure data availability, data mining portability, 

scalability, high performance, and an integrated information processing environment for 

multidimensional data analysis and exploration. 

 

Standardization of data mining language 

 A standard data mining language will facilitate the systematic development of data 

mining solutions, improve interoperability among multiple data mining systems and functions, 

and promote the education and use of data mining systems in industry and society. 

 

Visual data mining 

 Visual data mining is an effective way to discover knowledge from huge amounts of data. 

 

New methods for mining complex types of data 

 New methods should be adopted for mining complex types of data to bridge a huge gap 

between the needs for these applications and the available technology. 

 

Biological data mining 

 Mining DNA and protein sequences, mining high dimensional microarray data, biological 

pathway and network analysis, link analysis across heterogeneous biological data, and 
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information integration of biological data by data mining are interesting topics for biological data 

mining research. 

 

Data mining and software engineering 

 Further development of data mining methodologies for software debugging will enhance 

software robustness and bring new vigor to software engineering. 

 

Web Mining 

 Due to vast amount of information available on the Web. Web content mining, Web log 

mining, and data mining services on the Internet becomes one of the most important and 

flourishing subfields in data mining. 

 

Distributed data mining 

 Advances in distributed data mining methods are expected to work in distributed 

computing environments. 

 

Real-time or time-critical data mining 

 Many applications involving stream data (such as e=commerce, Web mining, stock 

analysis, intrusion detection, mobile data mining, and data mining for counter terrorism) require 

dynamic data mining models to be built in real time. Graph modeling is also useful for analyzing 

links in Web structure mining. 

 

Multi-relational and multi-database data mining 

 Multi-relational data mining methods search for patterns involving multiple tables from a 

relational database. Multi-database mining searches for patterns across multiple databases. 

 

Privacy protection and information security in data mining 

 Privacy protection and information security is to be provided by the data mining system. 

 

Need of data mining 

 The massive growth of data from terabytes to perabytes is due to the wide availability of 

data in automated form from various sources as WWW, Business, Science, Society and many 

more. But we are drowning in data but deficient of knowledge data is useless, if it cannot deliver 

knowledge. That is why data mining is gaining wide acceptance in today’s world. A lot has been 

done in this field and lot more need to be done. 
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